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Science is the most reliable guide for civilization, for life, for success in the world.
Searching a guide other than the science is meaning carelessness, ignorance and

heresy. - Mustafa Kemal Atatiirk

1



ACKNOWLEDGEMENTS

As my time at Michigan is coming to an end, there are several people who impacted
my life during the past five years. First and foremost, I would like to express my words
of gratitude to my family members. My PhD journey was impacted by the loss of
both my grandparents, my grandfather Adem Bulut (1928-2019) and my grandmother
Seher Bulut (1931-2021). My grandpa holds a very unique place in my life, being the
one who pushed me towards engineering at an early age with his background in
electrical engineering. Both losses significantly shook up my time here at Michigan
and thus I would like to dedicate my thesis to both of them. May you both rest in
peace and be proud of my achievements from heaven where you continue to watch and
protect me. I made it, dede and anneanne. I am going to continue making you proud
by joining the School of Computing at Clemson University as Assistant Professor.

I would like to continue with my mother, Mualla Pesé, who has raised me as single
mother since I was a baby and without whom I would not be here right now. She has
always been one of the constants during my time here, especially during the difficult
times. She has always wanted me to pursue my studies in the United States, I am
happy that I could fulfil your dream. Thank you, anne. Furthermore, my uncle,
Mustafa Bulut, played a great role of me pursuing engineering studies due to his
technical background. Despite him facing several medical challenges during the past
couple years, he always had an open ear and motivated me during all times, even
responding to calls at night when he was sleeping. Thank you, dayi.

Continuing on an academic note, this journey would have never been possible

1l



without my advisor, Kang G. Shin. He fought for my admission to the PhD program
and helped me in establishing the mindset of a top-tier researcher. He has been
extremely patient with me during all these years and gave me the freedom to pursue
my research interests independently. I cannot think of a better PhD advisor than
him. His perseverance in pushing me to my limits has made me a better researcher.
I am convinced that becoming a tenure-track faculty would have not been possible
without his guidance. Thank you, Professor Shin.

During the past four years, I had the unique opportunity to work with 16 un-
dergraduate and 2 Master’s students. Some of them ended up as my co-authors on
papers. It was an extremely important step in my education, as mentoring these
students made me realize that I wanted to go to academia. As a result, words cannot
express my gratitude to my students Batuhan Akcay, Eric Andrecheck, Kurt Ayalp,
Bryan Brauchler, Andrés Campos, Junru Du, Alejandro Fischer, Cassandra Joseph,
Junhui Li, Jiaxiang Ma, Murali Mohan, Ashwin Prakash, Osama Saeed, Jay Schauer,
Erich Shan, Troy Stacer, Tim Stoldt, Arman Tabaddor, and Alice Ying.

Furthermore, I want to dedicate a paragraph to my other collaborators during my
PhD. At Michigan, I had an extremely fruitful collaboration experience with Xiaoy-
ing Pu, Arun Ganesan, Dongyao Chen, Eric Newberry and Noah Curran. During
my summer internships at General Motors R&D, I worked with Evripidis Paraskevas,
Fan Bai, Massimo Osella, Soheil Samii, Prachi Joshi and Kemal Tepe. They helped
me with understanding industrial requirements for automotive security, which sig-
nificantly shaped this dissertation. Next, I would like to thank my collaborators at
Harman International, Josiah Bruner and Amy Chu, who supervised me during my
summer internship with them. Finally, a big thanks to Sven Bugiel and Nils Ole
Tippenhauer who were my supervisors at CISPA during my last summer internship
in Germany. You cemented my aspirations to go to academia.

Additionally, thank you to all other RTCL members who overlapped with me

v



during my time at Michigan, especially, Kassem Fawaz, Eugene Kim, Yu-Chih Tung,

Kyong Tak Cho, Youngmoon Lee, Hamed Yousefi, Chun-Yu Chen, Taeju Park, Mert

Pese, Duc Bui, Juncheng Gu, Jinkyu Lee, Haichuan Ding, Youssef Tobah, Hsun-Wei

Cho, Wei-Lun Huang, Brian Tang, and Mingke Wang. I became close friends with

several of you and value this amazing network going forward in the next steps of our

careers.

The work reported in this thesis was supported in part by the Army Research
Office under Grant No. W911NF-21-1-0057, the Office of Naval Research under Grant
No. N00014-22-2-2622, the National Science Foundation under Grant No. CNS-1646130

as well as a Ford-UM Alliance contract.



TABLE OF CONTENTS

DEDICATION @ ;o v s s s s ii

ACKNOWLEDGEMENTS : : ;oo v 1ii

LIST OF FIGURES : : @ @@ oo r s s s v X

LIST OF TABLES : : : @ : s oo vs s vs s ss s n s oxdl

LIST OF APPENDICES : : : : oo s v o vs s s s oxiv

ABSTRACT ;s sy s xXy
CHAPTER

I. Introduction . . . . . . . .. 1

1.1 Evolution of Automotive Security . . . . . . .. .. ... ... 3

1.2 Background on CAN Bus . . . . ... ... ... ... .... 5

1.2.1 CAN Primer . . . . . . . . . . .. 5

1.2.2 DBC Files . . . . . . . . . . . . 9

1.2.3 In-Vehicle Network Architecture . . . . . . . . . .. 10

1.3 Background on Vehicle-to-Everything (V2X) Communication 13

1.4 State-of-the-Art Defenses . . . . . . . . . . . . . . .. .... 13

1.5 Challenges . . . . .. ... . . ... 16

1.6 Thesis Contributions . . . . . . . . . . . . . .. ... 18

1.6.1 Thesis Statement . . . . . . . . . . . ... .. ... 18

1.6.2 Thesis Components . . . . . .. ... ... ..... 20

1.6.3 LibreCAN [141]: . . . . . . ... ... L. 20

1.6.4 S2-CAN [139]: . . . . . .. . ... 21

1.6.5 MichiCAN . . . . . . . .. . . 22

1.6.6 CARdea . . . . . . . . . . . . . 22

1.7 Organization of Thesis Proposal . . . ... . ... ... ... 23

Il. LibreCAN: Automated CAN Message Translator . . . . . .. 24

vi



2.1
2.2

2.3

24

2.5

2.6

2.7

Introduction . . . . . ... 24
Background . . . . . ..o 26
2.2.1 Information Sent on the CAN Bus . . . . . ... .. 27
System Design . . . . . . ... o 28
2.3.1 Phase 0: Signal Extraction . . . .. ... ... ... 29
2.3.2 Phase 1: Kinematic-related Data . . . . . . . . . .. 33
2.3.3 Phase 2: Body-related Data . . . . . ... .. ... 37
Evaluation . . . ... ... ... 40
2.4.1 Data Collection . . . . . ... ... ... ...... 40
2.4.2 Accuracy and Coverage . . . . . . . ... ... ... 41
24.3 Manual Effort . . ... ..o 48
244 Computation Time . . . . .. ... ... ... ... 51
2.4.5 Testing on Generic Parameters . . . . . . . ... .. 53
Discussion . . . . . . . ... 54
2.5.1 Limitations and Improvements . . . . . ... .. .. 54
2.5.2  Other Use-Cases of LibreCAN. . . . . . . .. .. .. 55
2.5.3 Countermeasures . . . . . . . ... ... ... .. o7
Related Work . . . . . . . . ... oo 58
2.6.1 Manual CAN Reverse Engineering . . . . . . . . .. 58
2.6.2 Automating CAN Reverse-Engineering . . . . . . . 58
Conclusion . . . . . . . . . ... 59

I11. S2-CAN: Su [ciehtly Secure Controller Area Network . . . . 61

3.1
3.2
3.3
3.4

3.5

3.6
3.7

3.8

Introduction . . . . ... 61
Background . . . .. ..o 66
Threat Model . . . . . . . . .. . ..o 66
Related Work . . . . . . . . ... oo 69
3.4.1 Authenticity and Integrity . . . . . . ... ... .. 69
3.4.2 Confidentiality . . . . . .. ... ... ... .. 70
3.4.3 Key Management . . . . ... ... ... ... ... 71
System Design . . . .. . ... oo 72
3.5.1 Phase 0: Key Management . . . . . . ... ... .. 72
3.5.2 Phase 1: Handshake . . . . . . ... ... ... ... 73
3.5.3 Phase 2: Operation . . ... ... ... ... ..... 78
Finding Free Space . . . . . . . . . . . ... .. ... .. ... 80
Evaluation . . . .. .. ... ... oo 83
3.7.1 Experimental Setup . . . . .. ... ... 83
3.7.2 Handshake Latency . . .. ... ... ... ..... 84
3.7.3 Operation Latency . . ... ... ... ... .... 85
3.7.4  Other Metrics . . . . . .. .. ... ... ...... 87
Security Analysis . . . . . . . ... 88
3.8.1 Experimental Setup . . . . .. ... ... ... 89
3.8.2 Stage 0: Generating S2-CAN Traces . . .. .. . .. 90
3.8.3 Stage 1: Cracking the Encoding . . . . .. ... .. 90

vii



3.8.4 Stage 2: Authenticating Correctly . . . . .. .. .. 91

3.8.5 Diculty of Successful Cracking . . .. ....... 92
3.8.6 Determining SessionCycl& . . . .. ... ... .. 94
3.9 Discussion and Conclusion. . . . ... ... .......... 96
IV. MichiCAN: Practical Spoo ng and DoS Protection for the
Controller Area Network . . . . . . . . . ... .. ... ... 99
4.1 Introduction . .. ... ... .. .. ... 99
42 Background . . . . . .. ... ... 104
42.1 CANErrorHandling ... ... ........... 104
422 CANHardware . .. ................. 106
4.3 ThreatModel . . . . . ... ... ... 107
44 SystemDesign . ... ... 110
4.4.1 Initial Conguration. . . .. .. ... .. ...... 111
4.4.2 Pin Multiplexing. . . ... ... ... ........ 117
4.4.3 Synchronization . . . ... .. ... ......... 119
444 Detection. . . . . . . ... 121
445 Prevention . . ... ... ... ... 121
4.5 Evaluation . . ... ... ... 125
45.1 Experimental Setup . . ... .. .. .. ....... 125
452 DetectionRate. . . . .. ... ... L. 127
45.3 Detection Complexity . . . . . .. .. ... .. ... 128
4.5.4 DetectionlLatency . . . . . ... ... ... ... 129
455 Bus-o Time. . ... ................. 131
4.5.6 CPU Utilization . . . ... ... .. ......... 135
457 BuslLoad................ . .. ..... 137
458 Memory . .. ... .. ... 138
4.6 DISCUSSION . . . . . . .. 139
4.6.1 Prevalence of integrated CAN controllers . . . . . . 139
4.6.2 Replicability on other MCUs . . . . ... .. .. .. 140
4.6.3 Limitations and Future Work . . . . . .. ... ... 141
4.7 Conclusion . . . .. ... 142

V. CARdea: Practical Anomaly Detection for Connected and

Automated Vehicles . . . .. .. .. . ... .. o 143
5.1 Introduction . . ... ... . . .. ... 143
5.2 Background and Threat Model . . .. ... ... ....... 148

521 PrimeronV2X . ... .. ... ... 148
5.2.2 ThreatModel ... ... ... ............ 149
5.3 RelatedWork . . . . . . . . . . . . . ... 151
5.3.1 Statistical Approaches. . . . .. ... ... ..... 151
5.3.2 ML-Based Approaches . . . .. ... ........ 152
5.3.3 Dierences of CARdedrom Previous Work . . . .. 152

viii



54 SystemDesign . ... ... e 154
541 Overview . . . . . . e e e e e e 154
5.4.2 Anomalies under Consideration . ... .. ... .. 156
5.5 Phase 1: Local Anomaly Detection . . . . . . ... ... ... 159
551 Overview . . . . .. . . e 159
55.2 Calbration. . ... ... ... ... ... . ..... 161
5,53 Validation ... ... ... ......... ... 162
5.6 Phase 2: Remote Anomaly Detection. . . . . . ... ... .. 163
56,1 Overview . . . . . . . e e e e 163
5.6.2 Feature Extraction . ... ... ........... 164
5.6.3 Training and Validation. . . . .. ... ....... 164
5.7 Evaluation . ... ... .. ... ... .. 165
5.7.1 Experimental Setup . . . ... ... ... ...... 165
5.7.2 Anomaly Generation . . ... ............ 166
5.7.3 Data Preparation . .. ................ 166
5.7.4 Evaluation Metrics . . . .. ... ... ....... 167
575 Phasel. ... ... . . . ... ... 168
576 Phase2. ... ... . . . .. ... 171
5.7.7 Interactions between Phaseland2 ... ... ... 174
578 Bandwidth . ... ... ... ... .......... 174
5.8 Discussionand Conclusion. . . ... ... ... ........ 176
VI. Conclusion and Future Directions . . . ... ... ........ 179
6.1 Conclusion . . . . . . . . . .. e 179
6.1.1 IC1: Semantics can be automatically reverse-engineered,
accelerating CAN injection attacks . . . . . .. ... 179
6.1.2 IC2: Solve CAN security problems by satisfying the
functional and cost constraints of OEMs . . . . . . 180
6.1.3 IC3: Solve V2V security problems by hybrid ap-
proach combining in-vehicle and o -vehicle anomaly
detection . . . . . . . . ... . . ... 181
6.2 Future Directions.. . . . . . . . . . . . . . . 181
6.2.1 Connected Vehicle Ecosystem . .. .. .. ... .. 181
6.2.2 Adversarial Attacks on Autonomous Vehicles . . . . 183
APPENDICES @@ onrr sy 184
A.1 LibreCAN: Vehicular Signals . . . . .. ... ... ...... 185
A.2 LibreCAN: Phase1l .. ... ... ... . . ... . ...... 188
A.3 LibreCAN: Phase2 ... .. ... ... ... ... ... ... 188
B.1 S2-CAN . . . . . . . e 194
C.1 MichiCAN . . . . . . . . 197
D.1 CARdea. . . . . . . . e e 202
BIBLIOGRAPHY S 21 0| |



Figure

1.1
1.2
1.3
1.4
1.5
1.6
2.1
2.2
2.3

2.4
2.5
2.6
2.7
2.8
3.1
3.2
3.3
3.4
3.5
4.1
4.2
4.3
4.4
4.5
4.6

4.7
4.8
4.9
4.10
4.11

LIST OF FIGURES

Evolutionof Cars . . . . .. .. ... .. ... .. ... ... ... 2
Generations of automotive security . . . . ... .. .. ... .... 3
CAN data frame structure . . . . . . .. .. ... ... 6
Example of CANsignals . . . . ... .. ... ... ... ... ... 9
Common automotive E/E architecture (adapted from [195]). . . . . 11
Components in this Thesis Proposal . . . . . ... ... ... .... 21
System design overview . . . . . .. .. 28
Flowchart of Phase O algorithm . . . . . ... ... ... ...... 30
Alignment of phone's coordinate system (right) with vehicular coor-
dinate system (left) . . . . .. .. .. ... .. ... .. ... 33
Phase 2 Filtering Example . . . . . . . ... .. ... ... ..... 38
Precision-Recall Curve forPhase 1. . . . . . ... ... ... .... 44
Filtering out CAN IDs ineachstage . . . . . ... ... ....... 47
Precision of Phase 1 with varying trace lengths . . . . . . ... ... 49
Results in user-study experiment . . . . . .. ... ... ...... 50
Handshake communication diagram . . . . . .. ... ... ..... 74
CDFofusedbits . . . ... . ... . . .. . 80
Re-balancing Vehicle AHS1 . .. ... ... .. ........... 82
Relationship between Free Space and Message Priority . . . . . .. 83
E2E latency for di erent "encryption” algorithms . . . . . . . . .. 86
State diagram for CAN error handling . . . . .. ... ... .... 105
Evolution of CAN hardware inECUs . . . . ... ... ... .... 108
Dierent types of DoS attacks [133] . . . . . ... ... ... .... 110
Attack Variants . . . . . . . .. 111
Example binary tree . . .. .. ... oL 115
Pin multiplexing. Straight lines depict connections to SIO pins, but

can be multiplexed to GPIO pins (dashed lines). . . . ... ... .. 119
CAN bittiming . . . . . . . . . . . . 120
MichiCANprevention routine . . . . . . ... ... ... ....... 123
Experimental setup withtwo ECUs . . . . . . ... ... ... ... 126
Maximum number of if-statements ineach FSM . . . . . .. .. .. 129
Bit position at which CAN ID is malicious . . . .. ... ... ... 130



4.12
5.1
5.2
5.3
5.4
5.5
5.6
5.7
Al

A.2
A3
A4
Cl
D.1
D.2

D.3
D.4

CPU usage for full and light scenarios . . . . ... ... ....... 131
CARdealeployment options in V2X infrastructure . . . . . .. ... 144
CARdeanteractions of Phases1and 2 . . . . . ... ... ... ... 156
Phase 1 system design (A: Anomalous, NA: Non-anomalous) . . .. 160
Phase 2 system overview . . . . .. ... ... ... .. ... ..., 164
Phase 1 combined ROC curvesfot . . .. ............. 168
Phase 1 AT1 AT4 per-frame performance with frame siz&0 . . . 169
Phase 2 AT1 AT4 per-sample performance . . . ... ... .. .. 172
Number of Unique CAN IDs Remaining After Each Stage for all 53

Events for Vehicle A . . . . . . . . 190

Number of Unique CAN IDs Remaining After Each Stage for all 53

Events for Vehicle B . . . . . . .. ... .. 191
Number of Unique CAN IDs Remaining After Each Stage for all 53
Events for Vehicle C . . . . . . . ... 192

Number of Unique CAN IDs Remaining After Each Stage for all 53
Events for Vehicle D . . . . .. .. ... o 193

Testing Time for VaryingjEj . . . . .. ... .. ... .. ...... 199
Phase 1 per-frame performance based on frame size . .. ... ... 202
Phase 2 AT5 and AT6 per-sample performance . . . . . ... .. .. 203
SVM and DNN AT1 AT4 per-sample performance . . . . ... .. 207
Phase 2 AT7 per-sample performance . . . ... .. ... ...... 208

Xi



Table

1.1
2.1
2.2
2.3
2.4
2.5

2.6
2.7
3.1
3.2
3.3
3.4
3.5
3.6
4.1
4.2
4.3
4.4
5.1
5.2
5.3
5.4
5.5
Al
A2
A3
B.1
B.2
B.3
B.4
D.1

LIST OF TABLES

Format of Basic Safety Messages . . . . . . . ... ... ... .... 14
Confusion Matrix for Phases1land2 ... ... ... ... ..... 36
Phase O Evaluation Metrics . . . . . . .. .. .. ... .. ...... 42
Optimal Parameters inLibreCAN . . . . . . ... .. ... ..... 43
Phases 1 and 2 Evaluation Metrics. . . . . .. ... ... ...... 45
Summary of computation time in each phase and stage (units are in
SECoNds) . . ... e 52
Phases 1 and 2 Evaluation Metrics for Generic Parameters . . . . . 53
Comparisonto Related Work . . . . . . . ... ... ... ...... 56
Comparison with related approaches . . . . . ... ... ... .... 63
Freespace inDBCs . . . . . . . . . ... . .. 81
Benchmark of other metrics . . . . .. ... ... ... ....... 87
Cracking Success based on Trace Length (in%) . ... ... .. .. 93
Brute-Forcing Success for ToX Candidates . . . .. ... ... .. 94
Timing analysis for full traces (minutes:seconds) . . . . ... .. .. 95
Comparison of countermeasures against CANDoS . . . ... .. .. 101
Example IVN Conguration . . . ... ... ... .......... 114
Bus-o time for one attacker . . . . .. ... ... L oo 132
Memory Usage oMichiCAN . . . . . . .. ... ... ... ..... 138
Comparison with related work . . . . . . ... ... ... ... ... 146
AT1 AT4 attack type parameters . . . . . . . ... ... . ... .. 166
Detection latency and RAM usage for Phase 1 . . .. .. ... ... 171
Phase 2 results on frames fromPhase 1 . . . . . ... ... ..... 174
Bandwidth averages across attack typesperG . .. ... ... ... 176
Overview of common ECUs with respective signals . . . . . . .. .. 186
Complete List of 24 Signals in Sef (Italic Signals are from SetP  S)188
Complete Listof 53 Events . . . . . .. .. ... .. ... ...... 189
Top 2 Cracking Success based on Trace Length (in %) . . . . .. .. 194
Top 3 Cracking Success based on Trace Length (in%) . . . . . . .. 195
Top 5 Cracking Success based on Trace Length (in %) . . . . . . .. 195
Top 10 Cracking Success based on Trace Length (in %) . . . .. .. 196
G1 Phase 2 results on frames fromPhase 1 . . ... ... ... ... 203

Xil



D.2
D.3
D.4
D.5

G2 Phase 2 results on frames from Phase 1 . . . . . ... ... ...
G3 Phase 2 results on frames from Phase 1 . . . . . ... ... ...
Phase 2 latency (in ms) and RAM usage (inMB) . . ... ... ..

Bandwidth considerations

Xiii



LIST OF APPENDICES

Appendix
A. LibreCAN: Automated CAN Message Translator . . . . ... ... .. 185
B. S2-CAN: Su ciently Secure Controller Area Network . . . . ... .. 194
C. MichiCAN: Practical Spoo ng and DoS Protection for the Controller

Area Network . . . . . . . . .., 197

CARdea: Practical Anomaly Detection for Connected and Automated
Vehicles . . . . . . . . 202

Xiv



ABSTRACT

Modern vehicles are getting increasingly connected. Together with more auto-
motive electronics and wireless interfaces, the number of possible attack surfaces
increases, raising security concerns. Attacks on cars can have multiple implications,
ranging from nancial incentives or damage to the compromise of human safety. Al-
though attacks vary, all of them have one component in common, nameGAN bus
injection. The CAN bus is the de-facto technology used inside the in-vehicle network
to interconnect automotive controllers. An attacker who compromises the CAN bus
can inject arbitrary CAN messages to it, making the vehiclenisbehave As a result,
countermeasures against the CAN bus attacks need to be implemented by carmakers.
Unfortunately, the carmakers have been reluctant to adopt any approach proposed
thus far to secure CAN. The main reasons for this reluctance are that (i) CAN in-
jection requires the knowledge of semantics which di ers from vehicle to vehicle and
is proprietary to the car-makers, as well as (ii) industry-speci ¢ functional and cost
constraints which have not been re ected in the existing solutions. Any solution
that accounts for these constraints has to incur minimal overhead on computational
resources and message latency.

| address these two points by rst showing that proprietary semantics can be
automatically reverse-engineered, e ectively removing the barrier for CAN injection
attacks. | demonstrated this by developind.ibreCAN which can quickly and accu-
rately reverse engineer both automotive powertrain- and body-related information in
an automated fashion. Adversaries can signi cantly accelerate their preparation time

for a CAN injection attack by obtaining the semantics which car-makers were trying

XV



to keep secret by not disclosing it publicly. Second, to meet the industry-speci c
constraints, | proposeS2-CAN and MichiCAN . The former addscon dentiality ,
authenticity and integrity to the CAN bus without the overhead of cryptography, but

by leveraging protocol-speci ¢ properties. The latter protects the CAN bus against
attacks on its availability, e.g., Denial of Service, by leveraging novel hardware fea-
tures of automotive controllers. Its main di erence from existing work is practicality.
Instead of adapting well-known cryptographic techniques from the realm of computer
networks which do not satisfy the aforementioned cost and functional constraints, |
propose out-of-the-box solutions that leverage protocol- and hardware-based features
of automotive networks and controllers. Furthermore, both S2-CAN and MichiCAN
are fully backward-compatible with existing hardware and speci cations, as well as
incur minimal computation and network overheads. CAN injection attacks can also
be conductedremotely by accepting malicious data from other cars in vehicle-to-
vehicle (V2V) communication scenarios. | propos€ARdea , a two-phase anomaly
detection system that sanitizes incoming data from surrounding vehicles. Compared
to computationally-intensive prior work, CARdea combines an in-vehicle light-weight
anomaly detection phase with a more resource-heavy machine-learning phase that can
be executed on the vehicle, edge or cloud based on available computational resources
and manufacturer constraints. Overall, this dissertation demonstrates the omnipres-
ence of CAN injection attacks and develops novel, practical security solutions for CAN

and V2X by analyzing the inherent trade-o between security and performance.
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CHAPTER |

Introduction

The invention of the car dates back to 1886 when German inventor Karl Benz
patented his Benz Patent-Motorwagen. The next decade was accompanied with sig-
ni cant advancements in the eld of powertrain engineering and vehicles were mass-
produced. Cars began to have electronic features starting in the 1950s with the
semiconductor revolution. While automotive electronics consisted of merely 1% of a
car's value in 1950, it rose to 30% in 2010 [24].

In recent years, the number of Electronic Control Units (ECUSs) inside cars has
increased signi cantly. ECUs are systems embedded in cars and connected to sensors
and actuators. Electronic components become increasingly important as the number
of functionalities especially in the domain of advanced driver assistance systems

rises. Modern vehicles can contain up to 150 ECUs [20]. These ECUs have to
be interconnected with wires. Nearly all mechanical functions inside modern vehicles
are supported by electrical control, even traditional domains such as powertrain. As
a result of this development, automotive bus systems were necessary to avoid point-
to-point connections between ECUs, and thus to reduce the cable harness.

In 1983, Bosch started developing th€ontroller Area Network (CAN) which was
released in 1986. CAN has since been the most widely in-vehicle network (IVN)

protocol, despite many alternatives being developed and adapted in the following



decades, such as FlexRay or Automotive Ethernet. (A detailed introduction of CAN

will be provided in Sec. 1.2.)

Figure 1.1: Evolution of Cars

Since the introduction of CAN, several elementary automotive features have been
developed as depicted in Fig. 1.1, e.g., built-in navigation systems, possibilities of
software updates by re ashable ECUs or Internet connection. Newer developments
are (a) vehicle-to-everything (V2X) communication and (b) autonomous driving. V2X
communication allows vehicles to talk to each other (e.g., cooperative driving in a
platoon), as well as infrastructure (e.g., roadside units) and can be seen as a necessary
precursor of autonomous driving.

Cars used to beclosedentities, with no exposed interfaces to theutside Some of
the aforementioned developments require vehicles to communicate wikternal enti-
ties, which can be a substantial bene t to drivers, especially in terms of safety (V2X)
and convenience (Internet connectivity). According to a United Nations Economic
Commission for Europe (UNECE) analysis, modern cars contain 100 million lines of
code, which will increase to 300 million by 2030 to account for autonomous driving,
Internet connections, and other advanced capabilities [20]. However, this increasing

connectivity comes with the risk of security.



1.1 Evolution of Automotive Security

Although concerns about automotive security had already been raised in the
2000s [56, 130, 186], it was not until 2010 when these concerns started to get in-
creasing attention [58, 109], especially in academic circles. The compromise of the
CAN bus can have grave consequences on the functioning of the car since an attacker
can take control of it (e.g., by braking or steering it) [124]. This is done by so-called
CAN injection attacks, i.e., the attacker who has compromised the CAN bus will in-
ject a well-formed CAN message to the bus and every ECU listening to this message
will operate with the data in the malicious CAN message.

The eld of automotive security has changed since its inception, due mainly to
rising connectivity and more exposecexternal interfaces. Attacks on the CAN bus
(or interchangeably any in-vehicle network) can be grouped into three generations.

Fig. 1.2 shows my proposed taxonomy.

Figure 1.2: Generations of automotive security

First-generation attacks that started with the rise of automotive security literature
in the early 2010s were mostly targeting physical interfaces, i.e., the attacker needed
to have physical access to their victim vehicle. Once the attacker wasside the
vehicle, they could simply access the in-vehicle network (IVN) through a physical
connector called OBD-II port. This interface is mandated in all US gasoline vehicles
manufactured after 1996.

Second-generation attacks went further and tried to gain IVN access without being



physically inside a vehicle. For this purpose, attackers would exploit vulnerabilities

in the wireless interfaces of ECUSs, e.g., the WiFi or cellular connectivity of Telematic
Control Units (TCUs). The most comprehensive and impressive attack of this gen-
eration was the famous Jeep hack that happened in 2015 [127], with the white-hat
hackers exploring these remote interfaces already a year earlier [125]. These hackers
were able to obtain CAN bus access through several vulnerabilities in the TCU's
software and hardware and could kill a running Jeep Cherokee on the highway (or
steer it into a ditch). As a result of this hack, 1.4 million vehicles had to be recalled
and a lawsuit that had been led against the OEM and Tier-1 [85] was just dismissed
in 2020 [187]. This sophisticated attack also highlighted one issue with automotive
security, namely the dependence of OEMs on Tier-1s which supply various ECUs.
Compared to the rst-generation of attacks, this generation is more feasible to be
conducted since no physical access is required. As a result, the risk and damage
potential increases. Furthermore, these attacks are also more scalable as the high
number of recalls proved.

Finally, third-generation attacks take the scalability and damage potential even
further. As of the time of this writing, there are no known attacks yet, although the
technology required for it is slowly maturing. A new in-vehicle infotainment (IVI)
operating system called Android Automotive (AAOS) was announced by Google in
2017. A custom avor of the popular Android mobile operating system, its most
distinct feature is its ability to connect to the IVN and read, as well as write data to it.
Third-party apps will be gradually supported in a custom Play Store, but are limited
to media, messaging, navigation, parking, and charging apps at the moment [27].
With an increasing number of third-party apps, as well as OEMs heavily customizing
AAQOS, | predict serious security risk coming from this platform. Now, malicious
entities will be able to access the vehicle and its IVN from anywhere, opening the

doors for signi cant damage potential. In fact, | was the rst to conduct a rst high-



level security analysis of AAOS in 2020 [137] and showed possible attacks on driver
safety, privacy and nancial incentives.

All three generations have one thing in common: The end goal is to access the
IVN, e.g., the CAN bus, although they di er in the approachthey take to compromise
it. Once the CAN bus is accessible by an attacker, they can condu®AN injection
attacks and thus ultimately compromise the operation of the vehicle. This is the

reason why CAN injection attacks pose a serious threat that needs to be prevented.

1.2 Background on CAN Bus

Since most of this thesis proposal deals with CAN bus security, all relevant con-
cepts need to be introduced. Several chapters rely on this background knowledge and
its repetition in each respective chapter will thus be avoided. Only concepts that are

speci c to a chapter will be presented in the background section of that chapter.

1.2.1 CAN Primer

Vehicular sensor data is collected from ECUs located within a vehicle. These
ECUs are typically interconnected via an on-board communication bus, or in-vehicle
network (IVN), with the CAN bus being the most widely-deployed technology in
current vehicles. Fig. 1.3 depicts the structure of a CAN 2.0A data frame the
most common data-frame type used on the CAN bus. The elds in each CAN frame

are depicted in Fig. 1.3.

" SOF: The start-of-frame (SOF) bit indicates the beginning of a new CAN

frame/message and is always set to 0.

" CAN ID: CAN is a multi-master, message-based broadcast bus. Unlike better-
known socket-based communication protocols like Ethernet, CAN is message-

oriented, i.e., CAN message frames do not contain any information concerning



Figure 1.3: CAN data frame structure

their source or destination ECUSs, but instead each frame carries a unique mes-
sage identi er (ID) that represents its meaning and priority. Only one CAN
message can be broadcast on the bus at a time. If multiple messages want to
transmit, the CAN message with a higher priority will win the distributed
arbitration process and be allowed to transmit on the bus. Lower CAN IDs
have higher priority. The reason behind this is thewired-AND logic of CAN.

If two ECUs would like to transmit at the same time, the dominant "0" bit

of one sender will always overwrite the recessive "1" bit of the other sender.
As a result, the sender which transmits the dominant bit will win arbitration
and allowed to continue transmitting their CAN message on the bus, while the
other sender needs to abort and retry later. It is possible for the same ECU to
send and/or receive messages with di erent CAN IDs. The basic CAN ID in
the CAN 2.0A speci cation is 11 bits long, (compared to 29 bits in CAN 2.0B,

a.k.a. the extended format) and thus allows for up to 2048 di erent CAN IDs.

RTR & IDE & Reserved: The remote transmission request{RTR) bit is
always set to O for data frames. Thedenti er extension (IDE) bit is set to O

for 11-bit CAN IDs. Finally, the reserved(r0) bit is always set to O.

DLC: This eld speci es the number of bytes in the payload (data) eld of the

message. The DLC eld is 4 bits long and can specify a payload length from 0



to 8 bytes.

Data: This is the payload eld of a CAN message containing the actual message

data and can contain 0 8 bytes of data depending on the value of the DLC eld.

CRC-15: To detect transmission errors, ayclic redundancy checCRC) is

calculated over all previous elds.

" ACK & EOF: The rst bit of the acknowledgmen{ACK) eld is called ACK
slot and the second bitACK delimiter. The ACK slot is always set to 1 for the
transmitting ECU. If the receivers do not observe any errors in the frame, they
send a 0 during this slot. Due to the wired-AND logic, at least one receiver needs
to transmit a 0 and thus acknowledge the correct receipt of the CAN frame. If
the transmitter (which reads back this slot) detects that nobody acknowledged
this frame by sending a 0, it will retransmit this frame. The ACK delimiter, as
well as theend-of-frame(EOF) is always 1. After the transmission of a complete
CAN frame, the next CAN frame has to wait another 3 bits (not depicted in
Fig. 1.3) which is calledinter-frame spacing (IFS). As a result, the next CAN

message can only be transmitted after at least 11 recessive bits.

Next, we will describe the structure of the data payload eld, which consists of
one or more signals. A signal is a piece of information transmitted by an ECU,
such as vehicle speed. Messages transmitted with the same CAN ID usually contain
related signals (within the same domain) so that the destination ECU needs to receive
and process fewer messages. For instance, a message destined for the Transmission
Control Module (TCM) might contain both the vehicle speed (m/s) and engine speed
(RPM) signals in one CAN message. The length and number of signals vary with
CAN ID and are de ned in the aforementioned DBC le for the corresponding vehicle.
This translation le speci es the start position and length of a signal, allowing it to

be easily retrieved from the payload using a bitmask if the DBC le is available.



Moreover, signals can not only contain physical information, but also other types

of information [120, 122], such as:

Constants: Values that do not change over time.

Multi-Values:  Values with a domain consisting of only a few constant values.
[122] reported 2 3 changing values within these types of signals. An example

of a 2-value eld could be the status of a speci c door (e.g., open or closed).

Counters: Signals that behave as cyclic counters within a speci c range. These
signals could serve as additional syntax checks or be intended to order longer

signal data at the destination ECU(S).

" Checkcodes: Besides the CRC-15 eld at the tail of every CAN frame, the
payload can also contain additional checkcodes, typically as the last signal in

the payload.

A contrived example is given in Fig. 1.4 showing multiple signals of di erent
types (physical signals, multi-values, counters, CRCs, etc.) embedded in the 8-byte
payload of a CAN message. For instance, the orange-colored entity represents a 2-
byte physical signal and the yellow one depicts a 12-bit counter, whereas the blue
region is another 1-byte long physical signal. Several CAN IDs also contain 1-bit
signals that are multi-values, i.e., booleans that describe a body-related event (e.g.,
door is open/closed). Three status ags are depicted in byte 7 of this example. The
remaining green signal is a 4-bit checksum. White regions are unused, i.e., no signals
are de ned in the DBC le. CAN signals are de ned by the OEM and can thus have
arbitrary lengths. Some OEMSs also decide not to include specic signal types. For

instance, none of our evaluation vehicles (all from the same OEM) contain checksums.



Figure 1.4: Example of CAN signals

1.2.2 DBC Files

All recorded CAN data can only be interpreted if one possesses the translation
tables for that particular vehicle. These tables can come in di erent formats, as there
is no single standard. Examples are KCF (Kayak [98]) and ARXML (AUTOSAR
[1]) les. However, the most common format used for this purpose is DBC [76], a
standard created by German automotive supplier company Vector Informatik.

DBC les contain a myriad of information. However, to understand this thesis,

one must be aware of the following information stored in these les:
" Message structure by type: CAN ID, Name, DLC, Sender;

~ Signals located within messages, containing Name, Start Bit, Length, Byte

Order, Scale, O set, Minimum/Maximum Value, Unit, Receiver

The representation of translation data in DBC les can be confusing [74]. CAN

data can be represented in eithebig endian (Motorola) or little endian (Intel) byte-



order. The bits can also be numbered using either MSBO (most signi cant bit rst) or
LSBO (least signi cant bit rst). However, most DBC les use the Intel format with
LSBO numbering. Therefore, the start bit included in the signal information does not
describe the actual start bit. Since we need to know the actual signal boundaries, we
need to calculate the true start bits so that we can, combined with the signal length

I, obtain the signal end bite:

s= b§c+7 (s % 8),
8 (1.1)

e=s+1| 1

Note that DBC les are kept secret by OEMs and are not disclosed to the public.

1.2.3 In-Vehicle Network Architecture

There are four major bus systems used in cars: CAN, FlexRay, LIN, and MOST.
MOST is used for multimedia transmission, whereas the other bus types are mostly
used for control tasks, e.g., in the powertrain domain. The most widely used In-
Vehicle Network (IVN) architecture is the central gateway architecture An overview
of the buses and their interconnection within a vehicle is shown in Fig. 1.5.

The major point of entry into a vehicle for data collection (and diagnostics) is the
on-board diagnostics (OBD-Il) interface. This connector is mandatory for all vehicles
sold in the US after 1996.

Emission-related sensors such as vehicle speed, engine speed, intake temperature,
mass air ow, etc., are universally available in all vehicles (after 1996) via the stan-
dardized OBD-II protocol [9]. Apart from the standardized OBD-II protocol (called
SAE J/1979), this port can also be used to both read anavrite raw CAN data.
Note that the OBD-II protocol and OBD-II interface are di erent and should not be
confused.

Electric vehicles (EVs) are not mandated to either have an OBD-IlI connector
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Figure 1.5: Common automotive E/E architecture (adapted from [195])

nor support the OBD-II protocol. The latter would not contain a lot of information
anyway due to the lack of mechanical powertrain components (the OBD-II protocol
provides emission-related information [9]). Since there is no standard for EV diag-
nostics, EV OEMs can use any interface they desire. For instance, older Tesla Model
S and X still carry a traditional OBD-II port, whereas the newer Model 3 has its
proprietary hardware interface [44]. Furthermore, proprietary diagnostic protocols
are used in EVs (instead of SAE J/1979).

OBD-Il data can be accessed by anyone through aftermarket dongles [77]. The
OBD-II protocol uses the CAN bus at the physical layer in all newer vehicles. It is
a request-response protocol that sends requests on CAN ID Ox7EOQO and obtains re-
sponses on Ox7E8. For instance, to obtain the vehicle speed, a dongle connected to the
OBD-II port sends a CAN message with ID 0x7EO and payload 0x02010D5555555555.
The rst byte (0x02) indicates that 2 more bytes will follow, the second byte (0x01)
corresponds to the OBD mode of getting live data, and 0x0D indicates vehicle speed.
Unused bytes are set to 0x55 (dummy load ) and ignored. A complete speci cation

is available in Wikipedia [9].
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Note that the OBD-II protocol is public and does not make any use of DBC les
at all. As stated in [9], only certain emission-related sensors can be read. Body-
related signals are not part of the OBD-II speci cation. Nevertheless, signals in the
aforementioned speci cation are still available in the raw CAN protocol. However, we
would still like to locate the CAN IDs and signal positions of emission-related signals
on the CAN bus. For CAN injection attacks, we need to know this information
because the OBD-II protocol does not allowriting arbitrary values to these sensors.

Since any node can tap into the unencrypted CAN bus and start broadcasting
data without prior authentication, a malicious entity can gain access to the in-vehicle
network by using an OBD-Il dongle as a CAN node and send messages (e.g., through
a mobile app). Note that it is also possible to physically tap into any CAN bus
domain (after removing plastic compartments) by using an Arduino with a CAN
bus shield [197]. If the message semantics (i.e., the DBC le(s) or portions thereof)
are known to the attacker because they reverse-engineered the CAN bus, they can
cause the vehicle to misbehave by a ecting the operation of receiver ECUs. This can
range from displaying false information on the instrument cluster [109] to erroneously
steering the vehicle [124]. The latter impacts vehicle safety and, therefore, poses
greater risk. Furthermore, it is also possible to cause certain ECUs to fail, possibly
incurring operational/ nancial damage to the vehicle.

Theoretically, it is possible to monitor the tra ¢ on all in-vehicle buses through the
OBD-II interface. In practice, however, not all buses are mirrored out by the central
gateway, which is responsible for routing CAN messages between buses or domains.
This can be explained by access control [140] that OEMs implement. Nevertheless,
previous literature [124] has shown that CAN injection through the OBD-II port is
possible in numerous cars. Furthermore, the OBD-II connector has only 16 pins,
with some pins already assigned [10], and thus only up to three CAN buses can be

monitored through the OBD-II port.
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1.3 Background on Vehicle-to-Everything (V2X) Communica-
tion

Cars are becoming increasingly connected to support an increasing number of con-
venience and safety functions. The future of intelligent transportation systems (ITS)
will be spearheaded by V2X (vehicle-to-everything) communication which can com-
plement and enhance Advanced Driver-Assistance Systems (ADAS) and autonomous
vehicles (AVs). Among others, V2X allows connected vehicles to talk to other vehicles
(V2V), smart infrastructure (V2I) and pedestrians (V2P). V2X can be expected to not
only help AVs (e.g., cooperative adaptive cruise control), but also bene t traditional
(i.e., human-driven) cars by avoiding tra ¢ congestion and preventing collisions.

Vehicles exchange Basic Safety Messages (BSMs) in the US which are de ned in
the SAE J2735 standard [149]. BSMs contain state information about a vehicle, such
as its location, speed or acceleration. An overview of all these sensors is provided
in Fig. 1.1. Note that other territories have di erent formats, such as Cooperative
Awareness Messages (CAMSs) in the European Union which share a similar format to

BSMs [107].

1.4 State-of-the-Art Defenses

As mentioned before, the Controller Area Network (CAN) bus is the de-facto
standard in contemporary vehicles and has been around for more than three decades.
Since CAN has not been designed with security in mind, most of my thesis deals
with enhancing it by the key cyber-security properties ofon dentiality , authenticity,
integrity and availability. The main threat and key part of every cyber-attack against
vehicles to date are CAN injection attacks, which can lead to serious malfunctioning of
the vehicle [58, 109, 127]. CAN injection can also result in attacks on tlaailability
of the CAN bus, e.g., by Denial-of-Service (DoS) attacks [133].
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Table 1.1: Format of Basic Safety Messages

Message Content

Message Count
Temporary ID
Time
Position (latitude, longitude, elevation)
Position accuracy
Transmission state
BSM Part1  Speed
Heading
Steering wheel angle
Acceleration
Yaw rate
Brake system status
Vehicle size (width, length)
Event ags
Path history
Path prediction
RTCM package

BSM Part 11

There is no one-size- ts-all approach to prevent CAN injection attacks and pro-
vide all aforementioned security properties. A holistic security concept consisting of
multiple layers has to be developed to address CAN injection attacks. The following

three-layer approach can be considered [194]:

~ Access control to network
~ Secure on-board communication

" Anomaly detection and defense

The rst layer restricts non-authorized access to the in-vehicle network (IVN) by
the deployment of rewalls. Given the IVN architecture from Fig. 1.5, access control
can be implemented in the central gateway. This leads teeparation of domains
i.e., if one bus is compromised, malicious messages cannot reach other potentially
more safety-critical domains. This is a very simple countermeasure, especially

considering that the infotainment bus (which is less safety-critical) with its wireless
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interfaces has been compromised in previous attacks [127]. Safety-critical busses
such as the powertrain CAN usually lack connectivity and the gateway would block
any malicious CAN injection attempts from the infotainment CAN that could a ect
powertrain-related functions.

The second layer suggests ways for message authentication and ensuring data
integrity. Since CAN is a broadcast protocol, CAN messages do not contain any
information about their sender ECU. This is a serious problem, since any compromised
ECU or attacker node that taps into the CAN bus can transmit messages with an
existing CAN ID. As a result, receiver ECUs have no provisions about knowing if
CAN messages were sent by a genuine or malicious transmitter. Besides CAN ID
spoo ng, the attacker can also spoof the payload as part of their CAN injection
attack. The CAN protocol also does not suggest the use of Message Authentication
Codes (MACs) to be included anywhere in a CAN message to check the integrity of
the transmitted message. To sum upauthenticity cannot be guaranteed by CAN.
Furthermore, a proper CAN injection attack needs to know the semantics of the
communication matrix, i.e., the DBC le, to inject a well-formed CAN message. For
instance, if the attacker wants to steer the vehicle into a ditch, it needs to know in
which CAN ID (and what position within the payload) the steering wheel angle signal
is located. Since CAN messages are exchanged in plaintext, an attacker can reverse
engineer the desired signal manually by listening su ciently to the bus. If the CAN
payload was encrypted providing con dentiality it would be impossible for an
attacker to reverse engineer the semantics.

Finally, the third layer consists of anomaly/intrusion detection and prevention
systems (ADPS/IDPS). These solutions are constantly monitoring several properties
of network tra ¢ and reacting to deviations. Literature for ADPS/IDPS is growing
and several survey papers have been recently published to provide a taxonomy of

the di erent approaches taken to respond to anomalies or intrusions [115, 188, 193].
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Broadly speaking, countermeasures include ngerprint-based, parameter monitoring-
based, information theory-based and machine learning-based solutions. Each category
extracts CAN features on a di erent layer of the OSI stack. For instance, ngerprint-
based approaches monitor the physical bus level, whereas machine learning-based
solutions are data-driven and operate on the CAN payload. IDPSes can be used to
satisfy the last security property ofavailability on the CAN bus by detecting DoS
attacks [133].

Defenses for V2X communication are manifold as well. Similar to IVN security,
a holistic multi-layer approach is required to address di erent adversaries. For in-
stance, BSMs fromexternal attackers (e.g., roadside attackers with V2X radio) will
be discarded immediately due to lack of valid credentials to join the BSM broadcast.
In contrast, internal attackers (e.g., compromised ECUS) are real vehicles that are
authenticated to exchange BSMs with their surrounding vehicles and other entities.
Just like the di erent kinds of CAN injection attacks, V2X injection comprises false
data injection/spoo ng and DoS attacks. Another unique attack type for V2X are

Sybil attacks [152].

1.5 Challenges

As laid out in the previous subsection, both CAN and V2X security comprise
similar defenses against similar attack types. Despite the importance of automotive
security and several proposed solutions from academia, their adoption in real-world
commercial vehicles by OEMs is rare. This lack of adoption can be attributed to the

following three challenges:

" (C1) Cost: This is usually the dominant driver behind the lack of adop-
tion. OEMs operate within extremely tight cost constraints and aim to avoid

any increase in their production cost. One dimension how added security can
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contribute to overall cost is resource constraints. ECUs in current vehicles
only require simple operations, and thus most ECUs are not built with high-
performance hardware. For instance, current Engine Control Modules can have
80MHz clock frequency, 1.5MB Flash memory and 72kB of RAM (Bosch [16]).
Adding cryptographic security operations for encryption and authentication on
the CAN bus, or machine-learning-based techniques for ADPS/IDPS (both for
CAN and V2X) would require signi cantly more performant hardware which
would, in turn, increase the costs to acquire more powerful ECUs. Furthermore,
OEMs rely heavily on the economy-of-scale of their supply chain. They source
several ECUs directly from di erent suppliers and Tier-1s. By reusing legacy
ECUs for many generations of their vehicles, OEMs can avoid development
costs and keep their purchasing costs low. Satisfying new security requirements
would lead to new ECU developments which would increase the OEMs' cost of

manufacturing a vehicle [175].

(C2) Latency: This functional parameter is extremely important in vehicles
which come with stringent hard real-time requirements to satisfy automotive
safety certi cations such as ISO 26262 [12]. For instance, in the case of CAN se-
curity, ensuring con dentiality and authenticity requires encryption and adding
MACs. The maximum permissible end-to-end (E2E) latency on CAN is in
the sub-second range [71]. Both encryption and MAC calculation add a non-
negligible delay, especially considering the low power and cost hardware. This
can lead to deadline misses which can compromise driver safety and is thus
unacceptable. In terms of V2X security, detection latency is an important met-
ric since anomalies/intrusions need to be responded to as quick as possible.
Numerous existing works ignore this requirement while proposing performant
ADPS/IDPS solutions and also do not consider how slowly their heavy solutions

would run on resource-constrained automotive hardware.
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" (C3) Mindset: This challenge speci cally applies to CAN security. OEMs
never disclose DBC les to the general public. They keep them as proprietary
secrets within their organization. DBCs are even only partially shared with
Tier-1s. By doing so, OEMs believe that they can both prevent eavesdroppers
from logging interpretable data on the CAN bus, as well as deter attackers from
launching CAN injection attacks. In fact, keeping DBCs secret acts as a barrier
to CAN injection since attackers need to tediously reverse-engineer the signal
information they want to target rst. Since DBCs di er between vehicle models,
they need to repeat this step for each model they want to attack. As a result,
OEMs believe that their security-by-obscuritymindset will help them improve

the security of the CAN bus by deterring attackers.

1.6 Thesis Contributions

1.6.1 Thesis Statement

Following up on the challenges C1-C3 outlined in the previous subsection, | iden-
tify three major intellectual contributions (ICs) that will eventually lead to my thesis

statement.

IC1: Semantics can be automatically reverse engineered, accelerating CAN

injection attacks. OEMs believe that they can prevent attackers from launching
CAN injection attacks through their security-by-obscuritymindset, as attackers will

not have access to the necessary semantics. Previous attacks have already shown that
this is not necessarily a deterrent [124, 125, 127], since semantics can be manually
reverse engineered. Since this a tedious process that can take up days depending on
the number of targeted signals, | demonstrate that the reverse-engineering process
can be accelerated by an automated tool, practically eliminating the barrier to CAN

injection attacks.
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IC2: Solve CAN security problems by satisfying functional and cost con-

straints of OEMSs. Given the constraints that OEMs impose on their vehicles, the
main objective of this intellectual contribution is to develop security solutions that are
feasibleand practical to be deployed on the CAN bus. This stands in stark contrast
to previous extensive work in this domain. As depicted in the previous subsection,
security comes at the expense gberformance As a result, a trade-o has to be
made to add security to vehicles (and thus prevent CAN injection attacks) without

compromising its commercial adoption.

IC3: Solve V2V security problems by hybrid approach combining in-

vehicle and o -vehicle anomaly detection. A connected vehicle (i.e., V2X-
equipped) needs to detect rogue vehicles broadcasting malicious sensor data and pre-
vent it from going to its actuators. Numerous anomaly detection systems have been
proposed to solve this problem, but similarly to IC2, none of them focused on the
actual deployability on real vehicles. Purely machine learning-based solutions are too
heavy for the vast majority of contemporary cars, especially considering that a fast
detection time (or short latency) is required, whereas purely statistical techniques
might not cover the entire threat model of an attacker. A trade-o between good
detection performance (i.e., security level) and reasonable resource consumption has
to be found.

My thesis statement can be summarized as follows:

Thesis Statement : Demonstrate the omnipresence of CAN injection attacks and

develop novel, feasible security solutions for CAN and V2X by analyzing the trade-p

between security and performance.
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1.6.2 Thesis Components

My thesis work was motivated byLibreCAN [CCS'19]. We demonstrated that
the barrier for CAN injection attacks to cause vehicle malfunction can be signi cantly
reduced by automated CAN bus reverse engineering. This chapter covers IC1. To mit-
igate this attack, | proposedS2-CAN [ACSAC'21] to bring con dentiality , integrity
and authenticity to the CAN bus without the use of cryptography. It o ers negligible
overhead to latency and other computational resources, although it requires compro-
mises in the security level. To further mitigate attacks on thevailability of the CAN
bus, | designedMichiCAN that makes use of novel automotive hardware features
to detect and prevent Denial-of-Service (DoS) attacks in a backward-compatible and
light-weight way, i.e., without adding signi cant overhead to CAN communications.
These two works address IC2. Finally, | applied the security-performance trade-o to
V2V-enabled connected vehicles by proposifgARdea which is a hybrid anomaly
detection system consisting of in-vehicle and o -vehicle detection components. The
nal chapter solves IC3. Fig. 1.6 depicts these four components/chapters of my the-
sis, together with the order of appearance in this thesis, as well as the corresponding

intellectual contribution.

1.6.3 LibreCAN [141]:

CAN messages are unencrypted and any adversary with access to the CAN bus
can sni the plaintext data. Nevertheless, each make and model encodes the data
di erently, typically requiring an attacker to interpret data using a translation table
(called DBC). Carmakers keep DBCs private in the hopes of hiding them from attack-
ers. This has failed to prevent attackers from conducting manual reverse engineering
of the CAN bus, though this is a tedious and long process. | showed that by ex-
ploiting the security-by-obscurity principle of automotive carmakers in an automated

fashion, an attacker can quickly and easily launch a CAN injection attack and cause

20



Figure 1.6: Components in this Thesis Proposal

the vehicle to malfunction. For this purpose, | designed an automated CAN message
reverse engineering tool called LibreCAN that can reverse engineer most of the DBC

in under two minutes with 82.6-95.1% accuracy, much higher than existing works.

1.6.4 S2-CAN [139]:

As my work demonstrated, automated CAN reverse engineering accelerates CAN
injection attacks on unknown vehicles. Spoo ng can be prevented by adding a Mes-
sage Authentication Code using cryptographic means. However, this comes at the
expense of latency and the need for more powerful ECUs. Since hard real-time dead-
lines and cost requirements make this form of authenticity and integrity protection
infeasible, | developed a novel security solution called S2-CAN. It presents a trade-o
between security and performance on the CAN bus. S2-CAN adds the security prop-

erties of con dentiality, authenticity, and freshness to CAN messages without using
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cryptography. By modifying LibreCAN to attack S2-CAN, | showed that a secure
CAN is possible with minimal overhead on ECU resources and latency, as long as its

design parameters are correctly chosen.

1.6.5 MichiCAN

CAN is also susceptible to DoS attacks which have traditionally been a focus of
CAN-based intrusion detection systems (IDSes), both in academia and industry [133,
168]. Licensing costs or the need for a dedicated ECU have held carmakers back
from adopting it in their vehicles. Furthermore, IDSes do not prevent attacks and
thus lack practicality. Hence, DoS attacks need to be detecteahd prevented with
existing ECUs as fast as possible. Since DoS attacks cannot be prevented by using
cryptography (or alternatives) on the application layer, the only viable option is to
leverage the error handling mechanism of CAN and con ne the attacking ECU into
bus-o mode. Some recent work proposed solutions to bus-o the attacking ECU
according to CAN protocol speci cations with the drawback of severely increasing
the bus load and bus-o time [67]. To mitigate these drawbacks, | proposed a new
backward-compatible and real-time approach called MichiCAN to defend against DoS
(and spoo ng) attacks by using novel integrated/on-chip CAN controllers which are
gaining traction in real-world ECUs. Integrated CAN controllers allow the ECU to
bypass the CAN controller, enabling bit banging, which is used for real-time detection
and prevention of DoS attacks without adding any signi cant overhead to the CAN

bus.

1.6.6 CARdea

Vehicle-to-vehicle (V2V) communication as a complementary source to in-vehicle
cameras, radars, and lidars can help connected vehicles improve tra ¢ management,

provide driver assistance and prevent possible crashes [23]. On the other hand, com-
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promised vehicles can broadcast malicious information to trick vehicles into collisions
or cause tra c congestion. Existing solutions to sanitize incoming V2V data either
focus on certain attacks (e.g., GPS spoo ng) or rely on computationally-heavy algo-
rithms that are impractical on the restricted resources of existing ECUs. To address
this, | designed and implemented a novel intrusion detection system for V2V which
detects anomalous broadcasts from malicious or faulty vehicles. My system called
CARdea uses a two-phase approach with a statistics-based, light-weight Phase 1 de-
ployed on the vehicle and a machine learning-based, resource-heavy Phase 2 that can
be executed on the vehicle, edge, or cloud. The rst phase detects anomalous BSMs
from vehicles with up to 98% sensitivity in only 0.04ms, whereas the second phase
handles certain cases that the rst phase cannot detect. The experimental evaluation
consists of 132 hours of simulated BSM data in realistic tra ¢ scenarios and multiple
attack types. | showed that using a two-stage approach, practicability does not need

to be compromised at the expense of detection performance.

1.7 Organization of Thesis Proposal

This dissertation is organized as follows. Chapter Il presents the automated CAN
bus reverse engineering todliboreCAN Chapters Il and IV propose the defensive
solutions S2-CANand MichiCAN respectively. Furthermore, practical security is ex-
tended to connected vehicles in Chapter V withCARdea Finally, | conclude the

dissertation in Chapter VI where | also discuss future research directions.
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CHAPTER I

LiboreCAN: Automated CAN Message Translator

2.1 Introduction

Nearly all functions inside a modern vehicle, even in more traditionally mechanical
domains like the powertrain, are controlled electronically. Moreover, purely electronic
systems have become more prevalent as the number of sensors present in a vehicle has
increased, particularly given the rise of Advanced Driver Assistance (ADAS) systems.
All of these systems are controlled by Electronic Control Units (ECUs), embedded
microprocessors that interface between a given system and the rest of the vehicle.
Over the last few years, the number of ECUs inside a vehicle has increased signi -
cantly. Compared to the early 1990s, when few ECUs were present in a given vehicle,
a modern vehicle features more than 40 ECUs (as of 2015 in Europe) [123]. Mean-
while, premium cars can be equipped with up to approximately 100 ECUs. These
ECUs need to communicate over a uni ed communications network that is sophisti-
cated and robust enough to handle all network tra c inside a vehicle, particularly for
time-critical information. To meet this need, Bosch introduced the Controller Area
Network (CAN) technology in 1987, which has since become tlie facto standard
in-vehicle network.

According to Frost & Sullivan [142], data security and privacy are among the most

critical drivers and inhibitors of next-generation mobility services. Automotive cyber-
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security is a relatively young eld, with the rst major publications appearing in 2010
[58, 109]. In 2015, several attacks were reported, including three major wireless at-
tacks: an attack on BMW Connected Drive [166], an attack on GM OnStar [55], and
the Tesla Door Attack [134]. Although the rst two attacks received some attention,

it was not until Miller and Valasek's Jeep attack [127] that automotive cybersecurity
was perceived as a mainstream research and engineering issue. This attack exploited
vulnerabilities in the wireless Telematic Control Unit (TCU) and In-Vehicle Infotain-
ment (IVI) system to allow for remote control of a vehicle. In the rst-generation

of automotive security research, attacks were mounted through vehicles' physical in-
terfaces, e.g., through the OBD-II port or wired interfaces on the IVI. Meanwhile,
remote or wireless attacks exploit wireless interfaces, such as the Bluetooth, Wi-Fi,
or cellular connections of the TCU, as in the aforementioned Jeep attack.

A commonality between wired and wireless attacks is the need to eventually inject
messages onto the CAN bus in order to make the vehicle act in an undesired or unex-
pected way. Even in the sophisticated Jeep attack, the researchers had to manually
reverse-engineer portions of the CAN bus protocol in order to gain remote control
over the vehicle, e.qg., over its steering control. This is very tedious and unscalable.
Additionally, these attacks can usually only target a speci c model or make of ve-
hicle since message semantics are OEM-proprietary and can even di er from model
to model of the same vehicle make. Academic o ensive automotive cybersecurity
research su ers greatly from this lack of scalability. Although most defensive solu-
tions, such as Intrusion Detection Systems (IDSs) [61, 84, 102, 183], do not require
knowledge of the message semantics of a vehicle, a straightforward and automated
mechanism to reverse-engineer CAN bus data could greatly accelerate vulnerability
research and allow software patches to be distributed before malicious entities become
aware of vulnerabilities.

The current security through obscurityparadigm pursued by OEMs attempts to
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prevent wide-scale automotive attacks by keeping CAN message translation tables,
calledDBC les, secret (and therefore placing an additional barrier to vehicle hacking)
is outdated and infeasible. Vehicles should be securg designand not by choice
following Kerckho s's principle [105]. Therefore, automotive Electrics/Electronics
(E/E) architectures and networks should be resilient against CAN injection attacks
originating from external sources, e.g., by rewalling messages from the OBD-II port,
and without making assumptions about the knowledge of an attacker.

In this thesis chapter, we proposd.ibreCAN a tool to automatically translate
most CAN messages with minimal e ort. Unlike prior limited research on automated
CAN reverse-engineering.ibreCANnot only focuses on powertrain-related data avail-
able through the public OBD-II protocol, but also leverages data from smartphone
sensors, and furthermore reverse-engineers body-related CAN data. To the best of
our knowledge,LibreCAN is the rst system that can reverse-engineer a relatively
complete CAN communication matrix for any given vehicle, as well as the full-scale
experimental evaluation of such a system.

This chapter is organized as follows. Sec. 2.2 gives a primer on the CAN bus,
its typical messages and signals, and the interpretability of CAN data, as well as in-
vehicle network architecture. Sec. 2.3 details the design bibreCAN while Sec. 2.4
evaluates the accuracy, coverage, and required manual and computation time for
reverse-engineering CAN messages. Sec. 2.5 discusses the limitations and potential
other use-cases dfibreCAN as well as possible countermeasures. Sec. 2.6 discusses
related e orts in manual and automated CAN reverse-engineering, while Sec. 2.7

concludes the chapter.

2.2 Background

Please refer to Sec. 1.2 for a primer on the CAN bus, DBC les and in-vehicle

network architectures.
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2.2.1 Information Sent on the CAN Bus

In order to know which data to reverse-engineer, we must rst determine the
information commonly available in vehicles. This depends greatly upon the age and
price of the vehicle, and can drastically di er even among comparable vehicles from
di erent OEMs. As a result, we must rst establish a basic knowledge of the most
frequently deployed ECUs in vehicles and the signals that they transmit on the CAN
bus.

It is di cult to arrive at a deterministic answer to this question since this infor-
mation is only located in DBC les, which are proprietary to the OEMs. As a result,
reverse-engineeringll signals present in a vehicle is nearly impossible. Thus, our
goal is to reverse-engineer the most common subset of vehicular signals that are of
interest to both security researchers and third-party app developers. [62] provides
an overview of the automotive electronic systems present in a typical vehicle. After
analyzing multiple sources [124, 125, 127], we derived a list of ECUs (Table A.1 in
Appendix A.1) typically present in a vehicle (each of which usually transmits data us-
ing one or more CAN message IDs), along with the signals present in their respective
CAN messages.

Raw CAN data is not encoded in a human-readable format and does not re ect
the actual sensor values. In order to obtain the actual sensor values, raw CAN data
must rst be decoded [65]. Lettingrs, mg, ts, and ds be the raw value, scale, o set,
and decoded value of sens®; respectively, the actual value can be found with the

following equation:

ds = mg rg+ tg: (2.1)
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2.3 System Design

Fig. 2.1 provides an overview olf.ibreCANs system design, which consists of three
phases discussed below. Our system relies upon the following three sets of signals as

input:

N

P: The set of IMU sensor data (called motion sensors in Android), i.e., 3-
dimensional accelerometer and 3-dimensional gyroscope data collected from the

smartphone (via the Torque Pro app) while recording OBD-II data ).

" V: The set of OBD-Il data. It consists of all OBD-IlI PIDs that the vehicle
supports. The sampling rate depends on the used data collection dongle and
vehicle. As a result, we resample the data to 1 Hz. A full list of OBD-Il PIDs

can be found in [9].

R: The set of raw CAN data that we recorded with the OpenXC dongle. It
includes the entire trace of driving data broadcasted on the CAN bus and is

accessible through the OBD-II port.

Figure 2.1: System design overview
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Data from setsP and V are only used in Phase 1. As shown in Table A.2, we
have 9 IMU sensor2 P and 15 OBD-II PIDs 2 V that we are analyzing. As we will
see later, OBD-II PIDs only cover less than 2% of the possible signals that can be

reverse-engineered on each of our evaluation vehicles.

2.3.1 Phase 0: Signal Extraction

As described in Sec. 1.2.2, CAN messages can contain multiple signals, and hence
we need to extract the signals associated with each CAN ID. We built the signal
extraction mechanism in this phase on top of th&EALRIgorithm in [120].

Using the rate at which the value of each bit changesREADdetermines signal
boundaries under the assumption that lower-order bits in a signal will more likely
changemore frequently than higher-order bits. READ then labels each extracted
signal as either a counter, a cyclic redundancy check (CRC), or a physical value based
upon other characteristics of the bit-change rate of the particular signal. Counters are
characterized by a decreasing bit- ip rate, with the latter approximately doubling as
the signi cance of the bit rises. Meanwhile, CRCs are characterized by a bit-change
magnitude of approximately 0. Physical signalsRHYpare those that do not t into
any of the above two categories.

We further de ned three special types of physical signaldJNUSEQ@II bits set to
0), CONSTall bits constantly set to the same value across messages, but with at least
one bit set to 1), andMULTKthe value of the signal is from a set of n possible values).

We also modi ed the mechanism the READ algorithm uses to determine signal
boundaries. The original READ algorithm marks a signal boundary when the value
of dog,,Bitip e for a bit decreases as compared to the previous bit. However, our
implementation of READ instead checks whether the bit- ip rate decreased by a spe-
ci ¢ percentage from the previous bit this value was set via an input parameter to

our algorithm, as discussed below. In this original implementation, pairs of consecu-
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tive bits whose bit- ip rates change from & .1 to <.1), (>.01 to <.01), or (>.001 to
<.001) would indicate a signal boundary. However, with our modi cation, a change
in bit- ip rate from 0.9 to 0.2 would only indicate a boundary with any percentage
threshold less than 77%. We found that using a percentage decrease allowed us to

extract more signals correctly than the original READ.

Figure 2.2: Flowchart of Phase 0 algorithm

A owchart of the algorithm for this phase is provided in Fig. 2.2. The remainder

of this subsection provides the details of the di erent stages of this algorithm. Stages
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0 and 2 are our own enhancements to theEALRlgorithm [120].

Pre-Processing Stage: In this stage, we parse a CAN trace in order to obtain the

bit- ip rate of each payload bit. To achieve this, we count the number of times the

value of each bit changes in the payload of a given CAN ID and then divide this by
the number of messages in the trace with this CAN ID.

Stage 0: This stage separates bits into three binstUNUSEBONSBEnd POS$possibly

a COUNTERULT] CRCor physical signalPHY} This stage generates the preliminary

signal boundaries and labels for each signal from the above three categories.

To achieve this, we rst separate the bits from the previous stage into two sets:
those that change and those that do not. These bits are then grouped together
into signals with preliminary boundaries, assigning the boundaries based upon where
regions of bits that change transition regions of bits that do not, and vice versa. The
regions of bits that change are assigned the preliminary label BOS%nd are left to
be processed later. Meanwhile, the bits that do not change are processed using Alg. 1.
We de ne two con gurable parameters for the algorithm, namelyl ;0,0 and Tpo.1. The
former is the length that a signal must have to be considered an unused signal. If a
signal is shorter than this length, we attempt to append it to the next signal. This is
because we assume that, if there is a short unused eld, it actually contains the MSBs
of the adjacent signal for which we never observed a change in value. For example,
if 8 bits are used to express the speed in MPH, the most signi cant bit would not
change unless the trace included driving over 128 mph). We u$g,1 to determine
how long the next signal must be in order to have bits appended to it in this manner.
This is necessary since it does not make sense to always re-append unchanging bits
as the MSBs of the next signal.

Stage 1. This stage is similar toREARxNd evaluates all possible signal boundaries
and their bit- ip rates. We iterate from the LSB of a signal to the MSB of the next

adjacent signal, searching for a decrease in bit- ip rate. However, unlike tHREAD
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Algorithm 1 Stage 0

procedure staged(trace_file; T po.0; Tpo:1)
bits_that_dont_change label ]
for I;r 2 bits_that_dont_changedo
if True 2 changedl : r] then
bits_that_dont_change _label:appendCONST
break
elseif r |1 <T o then
reinserted false
for | _c;r_c2 bits_that_changedo

if I_c==r+landr_c |_c>Tpy then
| ¢ |
reinserted false
delete I;c
break

if reinserted == false then
bits_that _dont_change label:appendUNUSBED

algorithm, we are looking for a certain percentage decrease, denotedTgs,. For
example, if Too, = 10%, we would mark a signal boundary when the bit-ip rate
decreases by greater than 10%. The output of this phase is an array of boundaries
that contains all partitions within the boundaries of the previously markedPOSS
signals. This output contains the nal signal boundaries that are used in the rest of
our evaluations.

Stage 2: This stage evaluates all signal boundaries markddOSSnd determines
the number of unique values they contain throughout the trace. To achieve this, we
parse through the trace to determine the number of unique values that each extracted
signals from Stage 1 is set to if this number is less than a pre-determined threshold
(Tpo;3), the signal is not considered in future stages. Any remaininBOSSignals at
the end of this stage are marked aBlULTIvalues. The output of this phase is a new
signal labeling set, now additionally containing signals labeled &8ULTI

Stage 3: This stage is also similar to theREALRlgorithm and evaluates any values
still labeled asPOSS$o determine if their bit- ip rates resemble a counter. If this is

not the case, we label the signal as RHY Salue.
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Figure 2.3: Alignment of phone's coordinate system (right) with vehicular coordinate
system (left)

Alignment:  Phase 0 also encompasses phone alignment. As Fig. 2.3 shows, the
vehicular coordinate system is not necessarily consistent with the phone's coordinate
system, particularly if the user moves their phone during the data-collection process.
Therefore, it may be necessary to align these coordinate systems using rotation ma-
trices, as discussed in [59]. In order to avoid this additional step, we suggest that
users pre-align their phone with the vehicular coordinate system by mounting the
phone inside their vehicle, e.g., in a phone/cup holder. Using the coordinate systems
from Fig. 2.3, the phone should be located on the center console, with the short edge

parallel to the direction of the vehicle's motion.

2.3.2 Phase 1: Kinematic-related Data

The goal of this phase is to match the extracted signals from Phase 0 to openly
available OBD-II PIDs (V), as well as mobile sensor dataP). The latter data can
easily be collected using a smartphone.

The OBD-II PIDs (V) and IMU sensors P) that we consider from our data
collection with Torque Pro making up the set S (see Fig. 2.1) are depicted in
Table A.2. The commonality between these signals (i.e/,, P, and S) is that they are
kinematic- or powertrain-related, i.e., they are captured while the vehicle is in motion.

The OBD-II protocol was standardized for the purpose of capturing and diagnosing
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emissions data, which is powertrain-related. The IMU sensors capture the movement
of the smartphone in the vehicle and therefore the movement of the vehicle, if the
phone is xed within the vehicle and properly aligned. These signals are also present
on the CAN bus since this data is generated by and exchanged between ECUs, with
a copy mirrored out to the OBD-II connector.

As mentioned in Eq. (2.1), CAN signals usually do not encode an absolute value,
but instead a value with a linear relationship to the latter. As a result, comparing
the temporal sequence of a raw CAN signal from s& and a signal from setS should
yield a high cross-correlation value. Hence, for each sigrth2 S, we run normalized
cross-correlation (xcorr ) with all extracted signalsr 2 R, which yields a list of cross-
correlation values. We then arrange them in a descending order with respect to the
cross-correlation value. Since multiple CAN signals can match a signald (e.qg., the
four wheel speeds match the OBD speed), we need to de ne an intelligent cut-o
point that keeps those relevant signalsl with a high correlation value, but deletes
those starting with a correlation score that deviates signi cantly from the last signadi
that we wish to remain. For this purpose, we de ne a threshold,;. Alg. 2 describes
how to set the cut-o point. We will experiment with Ty, in Sec. 2.4.2 to achieve the

best precision and recall for Phase 1.

Algorithm 2 De ning the Cut-O Point

function Top_X (corr_result; Tpi)
running _ sum; running _ avg; cutoff  corr_ result[0]
count 1
for val 2 corr_result[1 :] do
if val< (1 Tp1) running _avgthen
break
cutoff:append(val)
running _sum  running _sum + val
count count+1

. running _ sum
running _ avg ot

return cutoff

It is essential to re-sample the two input set®k and S before runningxcorr so
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that both signals are temporally aligned.

Some of these signals are highly correlated with each other so that they can be
matched to the same CAN signal extracted in Phase 0. For instance, engine load
is a scaled version of the engine output torque. As a result, while generating our
ground truth for each vehicle, we need to consider these physical relationships and
con rm that they indeed hold during the evaluation of Phase 1. The reason behind
this lies in the xcorr function that we use in the aforementioned phase. It cannot
distinguish between di erent physical signals as long as their temporal sequences are
similar. This is a limitation of Phase 1 and is left as part of our future work. See
Appendix A.1 for a complete summary of relationships between certain elements in
setS.

The goal of Phase 1 (apart from nding the correct CAN signal positions) is to
output the scale (M) and o set (ts) of each sensorg). We can use linear regression
on the matched CAN signalsR and signals fromS to obtain these values. The latter
can also be validated against the ground truth DBC le, but this is omitted from our
evaluation.

To a greater extent, we are interested in comparing thenatched signal positions
from before against the ground truth in order to determine the accuracy of our algo-
rithm in Phase 1. For this classi cation task, we de ne a confusion matrix as shown

in Table 2.1.
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2.3.3 Phase 2: Body-related Data

Phase 2 consists of a three-stage Itering process performed on snippets of CAN
data recorded while performing body-related events. These everigg, e 2 E are
listed in Table A.3.

A reference snippetRy was recorded while the vehicle's engine/ignition was o,
but with accessory power on. A reference state, used later in the Itering process,
was generated using this snippet. In this section, we will describe how to generate
the reference state fronR,.

In Eq. (2.2), we rst count the number of bit- ips ( BF C;) in consecutive messages
My 2 id, for that particular CAN ID ( id,) in each of its 64 bit-positionsj 2 [0; 63}

jidgj 1
BFC,; = 1;8j 2 [0;63]and if M, 6 My, 15 (2.2)
i=0

Then, we de ne the bit- ip array ( BFA ;) for a particular CAN ID (id,) in each

of its bit positions:

BF Cy;
BFA, = ———: 2.3
Mo Jidnj ©3)
Finally, we de ne the bit- ip rate ( BFR,) of a CAN ID (id,) as:
P
BER. = M- (2.4)
" 64 ' '

Note that the above bit- ip rate BF R, is di erent from the one de ned in Phase 0.
The reference state contains a mapping of CAN IDd, to message payloads that have
a bit- ip rate lower than, or equal to a threshold Tpo.0 (BFR,  Tp2.0), Since messages
that change less frequently are more likely to be constant or alternating between a
few constant states. Messages that change more frequently, as evidenceB8 bR, >
Tp20, are less likely to be associated with a single body-related event, especially

because the reference snipp&, was recorded without any human interaction in the
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vehicle that could have triggered body events.

Figure 2.4: Phase 2 Filtering Example

Fig. 2.4 depicts an example of the ltering process in Phase 2. The event snippet
is shown in the TRACEection and the generated reference state is shown in the
REFERENGEction.

After generating the reference state, each event snippB was lItered through
three separate stages, each designed to independently identify potential candidate

CAN IDs. The order of these ltering stages was set based upon extensive evaluation
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to achieve the highest accuracy. Stages 1, 2, and 3 operate under the assumption that
body-related events should trigger visible and immediate changes in the messages
broadcast on the CAN bus.

Stage 1: Filtering messages with constant payloads. We assume that body-
related events should trigger changes in message payloads for at least one CAN ID,
so we removed all CAN IDs whose payloads did not change throughout the snippet.
As an example, in Fig. 2.4, messages with a CAN ID of 300 were lItered out at this
stage because all payloads sent in the event snippet were the same.

Stage 2: Filtering messages present in the reference state. We removed
candidate messages if their CAN IDs and payloads matched a (CAN ID, payload)
pair found in the reference state. If a candidate's payload from the event snippet was
identical to the reference state, when no body-related events occurred, it is highly
unlikely this message was sent due to a change in the state of the vehicle's body. This
stage can be considered di between the reference state and each eveRt. In

Fig. 2.4, messages with the (CAN ID, payload) pairs (400, 056089000A00A000) and
(600, 000000024CBO16EA) were ltered out because they were present in the reference
state. Furthermore, we found better results obtained by rejecting candidates whose
CAN IDs were not present in the reference state.

Stage 3: Filtering messages which were likely powertrain-related. To reduce

the quantity of remaining candidates, we removed those CAN IDs that were identi ed
as potential candidates for powertrain-related events in Phase 1. This was possible
since there was little overlap between the events being identi ed in both phases. To
minimize the removal of candidates that were mistakenly classi ed as powertrain-
related in Phase 1, we only removed CAN IDs if their correlation scores from Phase
1 were higher than a threshold T.:3). The correlation scores for each CAN ID in the
example in Fig. 2.4 can be observed in the sectit#OWERTRAIN such a situation,

messages were Itered out at this stage if their correlation scores were greater than
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0.80.

Finally, those messages that were not Itered out are considered the candidates
for that particular event snippet. In Fig. 2.4, the (CAN ID, payload) pairs that
were not Itered out are labeled CANDIDATIA the TRACEection. Eventually, we
need to compare the results obtained from our intelligent Itering algorithm against
the ground truth. As in Phase 1, a ground truth needs to be created from manual
inspection of the DBC les for each test vehicle a confusion matrix is de ned for

this classi cation task in Table 2.1.

2.4 Evaluation

2.4.1 Data Collection

Four vehicles are used for our evaluation, all from the same OEM: Vehicle A is a
2017 luxury mid-size sedan, Vehicle B is a 2018 compact crossover SUV, Vehicle C is
a full-size crossover SUV while Vehicle D is a full-size pickup truck. We have acquired
DBC les for all four vehicles and used them as the ground truths against which to
compare the results ofLibreCAN Vehicles A, C and D have at least two HS-CAN
buses, both of which are routed out to the OBD-II connector, whereas Vehicle B has
at least one HS-CAN and one MS-CAN, with only the former being accessible via
OBD-II.

We collected two types of data: Free driving data for an hour with each vehicle (for
Phase 1) as well as event data for reverse-engineering body-related events (for Phase
2). For the former, data was collected through the OBD-II port with two devices: an
ELM327 dongle and an OpenXC dongle. A Y-cable was used to allow both devices
to connect to the port at the same time, allowing us to gather raw CAN data via the
OpenXC dongle, while simultaneously gathering OBD-II data and smartphone data

via the ELM327 dongle. The recorded CAN dump consists of raw JSON data with
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CAN message metadata such as the CAN ID and timestamp, along with the payload
data. We used the Torque Pro Android app to interface with the ELM327 dongle via
Bluetooth. This produced a CSV le with around 22 signald 2 S, containing both
OBD-Il PIDs V as well as mobile sensor dat® (see Table A.2). For Phase 2, we

solely used the OpenXC dongle to record raw CAN data.

2.4.2 Accuracy and Coverage

In the previous subsection, we introduced several parameters for each phase
that are denoted asTpy,, wherey is an incremental number. Besides tuning these
parameters to achieve the highest accuracy, another design goal is to nd a set of
parameters for each vehicle henceforth calledparameter con guration that does
not signi cantly di er from the con guration of other vehicles. In a real-world use-
case ofLibreCAN DBC les are not available, and thus the parameters cannot be
tuned to achieve optimal performance. So, we would like to show the existence of
a universal con guration that can achieve good performance on any vehicle without

any prior knowledge of its architecture or DBC structure.

Phase 0: Signal Bounds Accuracy and Reverse-Engineering Coverage. To
evaluate how well our implementation and enhancements to thREADalgorithm's
extracted signal boundaries, we compared the boundaries produced by Phase 0 with
the ground truth boundaries extracted from the DBC les for both vehicles. To nd
the optimal values of the four parameters de ned in Section 2.3.1, we performed a
brute-force search through all possible combinations as depicted in Table 2.3. For
Phase 0, we de nedoptimal as the total number of correctly extracted signals@B.

We sorted all parameter con gurations in a descending list by this metric. For the
maximum number of CE we manually inspected these con gurations among all four

vehicles for similarity and selected the con gurations with the smallest distance to
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each other. As shown in the rst four columns of Table 2.3, the numbers of each
4-tuple con guration are very close to each other.

The results of the run with the optimal parameters for Phase 0 are summarized in
Table 2.2. It shows the number of correctly extracted signalCg that we optimized
our parameter con gurations for, the number of total extracted signalsTE and the
total number of signals in the DBC les (TDBE Note that Vehicle B has a lower
number of TDBGince we can only reverse-engineer one CAN bus (the second one is
not available through the OBD-II port). We de ne two ratios: CE/TEand TE/TDBC
The latter can be de ned as reverse-engineering coveragé.ibreCAN can always
extract more than half of the available signals, with varying success for the number

of correctly extracted signals. There are multiple reasons for these less than desirable

numbers.
Table 2.2: Phase 0 Evaluation Metrics
Veh. CE:strrraegti{I E?(i?zlicted ;Otg:BC (T:E / 159/) c
(CE) (TE) (TDBC)
Veh A 308 846 1640 36.4% 51.6%
Veh B 95 453 829 21.0% 54.6%
Veh C 208 698 1236 29.8% 56.5%
Veh D 251 828 1327 30.3% 62.4%

First, not all signals can be triggered in the recordings. Although we use both free
driving and event data for signal extraction in Phase O, it is impossible to capture
everything, e.g., deployed airbags or emergency call signals. Since all our evaluation
vehicles were newer with several features and also not the highest trim level for that
particular model, the number of functionalities and thus signals is relatively higher
than an older vehicle. This explains theTE/TDBQatio. Second, it is not always
possible to match the exact signal boundaries to the ground truth DBC le. For

instance, the engine speed (RPM) range can go up to 8000 RPM in most vehicles.
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Under normal driving conditions with an automatic transmission, the vehicle will
shift to the next gear in the range of 2000 3000 RPM. As a result, we will miss the
most signi cant bits of that particular signals. The same applies to another physical
signals, such as vehicle speed or engine coolant temperature. This will intrinsically
result in a low CE/TEratio.

As a result, the aforementioned ratio in Table 2.2 should not be used to draw
conclusions about the performance afiboreCANsince the signals inspected in Phases

1 and 2 yield high accuracy numbers.

Table 2.3: Optimal Parameters inLibreCAN

Tooo  Tpor  Tpoz Tpoz  Tpr  Tpzo  Tp23

[0,64] [0,64] [0,1] [0,64] [0,1] [0,1] [.2,1]
Veh. A 0 3 0.02 2 0.05 0.03 0.70
Veh. B 2 3 001 2 0.07 0.03 0.70
Veh. C 0 4 0.01 2 0.05 0.03 0.55
Veh. D 2 3 001 2 0.06 0.02 0.60

Phase 1: Correlation Accuracy. We analyzed the accuracy of Phase 1 both
independently from Phase 0 (using correct signal boundaries from the DBC les)
in order to avoid possible error propagation, as well as with the extracted signal

boundaries from Phase O.

Using the terminology from the confusion matrix in Table 2.1, we de ned the

following metrics to assess for Phase 1:

~ — TP + TN
Accuracy = TP + TN + FP + FN

~ . . — TP
Precision= s+

~ — P
Recall= &
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In Phase 1, we introduced one parameter that can be tuned to achieve the best
performance. This parameter is the threshold,; to de ne the cut-o point, de ned
previously in Sec. 2.3.2. One mechanism to de ne the optimal value fdg; is via the
Receiver Operating CharacteristiqROC) curve. Since we have an unbalanced ground
truth (e.g., the speed contains more CAN signals than altitude), a Precision-Recall
(PR) curve is a better option. Fig. 2.5 shows the PR curve for both vehicles. Each

data point depicts a value ofTy; 2 [0; 1].

Figure 2.5: Precision-Recall Curve for Phase 1

The closest data point to the upper right corner delivers the optimal threshold
T for the best performance. The PR curve depicted in Fig. 2.5 does not have an
ideal shape for Vehicles A, B and C because the recall value never exceeds 0.55.
According to the above de nition of recall, this means that theTrue Positives (TP)

are always smaller than the number oFalse NegativesFN), i.e., the ground truth
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contains CAN signals that can never be found by our algorithm. Since the ground
truth is a subjective interpretation which we generated by manual inspection of the
DBC les, we assume that some CAN signals are unrelated to the analyzed signal
d. This is a limitation of our work since we could not receive the OEM's help in
interpreting the DBC les. Some examples where we encountered this phenomenon
are the z-component of accelerometer, altitude and bearing (all from phone). The
former two can be explained by the fact that all our driving took place in a relatively
at area without many hills. The latter could be caused by GPS issues since bearing
is collected from the phone's GPS module.

The rst part of Table 2.4 sums up the precision and recall values using the
optimal threshold T,; (see Table 2.3) obtained from the PR curve analysis. entering
The precision and recall values re ect the evaluation of Phase 1 with correct bounds

Table 2.4: Phases 1 and 2 Evaluation Metrics

Phase 1 Phase2
Prec. Recall Acc. Prec. Recall

. 82.6%/ 44.1%/
0 0 0
Vehicle A 77 206 41.8% 88.0% 8.9% 58.2%

. 66.7%/ 26.4%/
0 0 0
Vehicle B 61.1% 256% 90.1% 8.5% 46.2%

. 74.4%/ 45.7%l
0, 0, 0,
Vehicle C 78.1%  44.9% 91.5% 11.7% 51.6%

. 79.7%/ 61.8%/
0 0 0
Vehicle D 70.8% 57.3% 95.1% 15.0% 47.2%

in the rst line and with the signal bounds from Phase 0 in the second. The latter
values are shown to be slightly lower for all vehicles, with the exception of Vehicle C.
High precision values mean that most of the identi ed signals are part of the ground
truth, whereas relatively low recall values mean that we cannot match the majority
of signals de ned in our subjective ground truth due to the high number of FNs, as

mentioned previously.
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The anomaly for Vehicle C can be explained as follows: With more signals available
for the run with correct boundaries, Phase 1 over-identi es signals and causes a higher
number of false positivesfor that speci c vehicle. This is certainly possible.

Phase 2: Candidate Accuracy. The goal of this phase was to identify CAN
IDs that were likely associated with a body-related event de ned in Table A.3. To
evaluate the results of our algorithm, we used metrics such as accuracy, precision,
and recall. To evaluate these metrics, we need to revisit the terms from the confusion
matrix in Table 2.1. Note that this is a coarser-grained analysis than Phase 1. We
assessed how well Phase 2 identi ed the corresponding CAN IDs of events, not the
signal position within a CAN message.

Our three-stage ltering process uses two input parameters that were de ned in
Sec. 2.3.3: 1. the bit- ip threshold {T2,0), used to generate the reference state and
2. the powertrain minimum correlation score Tp2;3), used in the powertrain ltering
stage.

We ran the collected event traces through Phase 2 for eaparameter con gura-
tion, calculating the accuracy, precision, and recall metrics for each event. Since our
goal was to facilitate the identi cation of potential candidate CAN IDs, we preferred
those parameters that resulted in a high FP rate instead of a high FN rate we
wanted to avoid excluding a potential candidate from consideration. The optimal
parameter values discovered for each vehicle are shown in the last two columns of
Table 2.3.

The second part of Table 2.4 summarizes the mean values of our metrics for all
53 events while Fig. 2.6 shows the median number of CAN IDs remaining after each
Itering stage (per event), as well as the total number of ground truth CAN IDs lost
over all events at each Itering stage. As predicted, ouaccuracy is high since we

Iter out most unrelated CAN IDs for each event, whereas ouprecision is relatively

low. The latter metric indicates the ratio of correct CAN IDs in the candidate set to
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the total number of candidates. However, we do not consider low precision to be an
issue. As Fig. 2.6 shows, we can reduce the number of CAN IDs after three ltering

stages by more than 10x, despite losing some correct CAN IDs at each stage.

Figure 2.6: Filtering out CAN IDs in each stage

Additionally, some signals for body-related events were not available on the CAN
buses we used for our evaluations. For instance, the signal for the horn was not
available on the CAN bus of any vehicle we evaluated. We were unable to record
data for 7 events for Vehicle A, 15 events for Vehicle B, 7 events for Vehicle C, and
10 events for Vehicle D. However, 10 of the events we were not able to record for
Vehicle B were on the MS-CAN that was not accessible through the OBD-II port.
We opted to not remove those events from our evaluation since it is likely that CAN

data recorded on another vehicle would yield similar results.
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2.4.3 Manual E ort

An important metric for demonstrating the feasibility of LibreCAN is the level
of automation available, compared with the amount of manual e ort required on
the part of the user. Although all three phases in the system can run and generate
results without human intervention, there is still manual e ort required to collect
input traces. The goal ofLibreCAN s to enable every user to reverse-engineer the
CAN message format of their vehicle with as little e ort as possible. Hence, we want
to assess how much data has to be collected for Phase 1 to yield a reasonable precision
and how long it takes to record all 53 of the events used in Phase 2.
Phase 1. The recorded traces of all evaluation vehicles were around 60 minutes long.
The precision reported in Sec. 2.4.2 re ects the entire re-sampled trace. We wanted to
see how a shorter recording would a ect this metric. We re-ran Phase 1 with signals
obtained in Phase 0, with 25%, 50% and 75% of the trace length. In order to avoid a
bias towards more city or highway driving, we calculated the precision for overlapping
segments of this trace. For instance, to analyze recordings of only half the length of
the original trace, we would use evaluate the following segments of the trace: 1. the
rst half of the trace, 2. the slice of the trace between the rst and last quarters of
its length, and 3. the last half The mean results of these evaluations are plotted in
Fig. 2.7.
A reduction in trace length results in a slight precision drop for all vehicles except

Vehicle B. The latter exhibits di erent behavior because a signi cantly higher number
of signals were extracted with its 100% trace compared to the one in other vehicles

since a greater number of signals were extracted in Phase 0, a greater number
signals were processed in Phase 1. Both the 75% and 100% traces for this vehicle
yielded the same number of correct signals (our design goal in Phase 0), but the
100% trace resulted in more signals being processed (due to a higher number of total

extracted signals), which increased the number dlse positivesand thus decreased
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Figure 2.7: Precision of Phase 1 with varying trace lengths

the precision. In order to achieve at least 65% precision, we recommend using a trace
covering 30 minutes or more.

Phase 2. In order to assess the time required to record all 53 events listed in Ta-
ble A.3, we conducted a human-study experiment, for which we obtained an IRB
approval (Registration No. IRB00000245). For this purpose, we developed an An-
droid app that ran on top of CarLab [138]. The participant was required to interact
with this app, which loops through all 53 events, displaying them one at a time on the
screen. A timer begins with the start of recording for the rst event and the partici-
pant, seated in the driver's seat, is instructed to perform each event and then click the
Next Eventbutton. The timer stops after the last event has been performed. During
the experiment, a member of the study team sat in the passenger seat and evaluated
participant's performance of the events, namely if one was performed incorrectly or

skipped.
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(a) Experience-time correlation (b) Key metrics

Figure 2.8: Results in user-study experiment

A total of ten people participated in this experiment. They were instructed on how
to operate the app and were not allowed to ask questions once the experiment began.
After completing all events, the team member recorded how long the participants took
and asked them how familiar they were with the test vehicle (Vehicle A) on a scale
from 1 to 5, with 5 being the most familiar. Fig. 2.8 (a) summarizes the correlation
between the level of experience with the time span. Note that the completion time was
not a ected much by the experience level, except for one totally inexperienced (1/5)
and one very experienced (5/5) participant. Speci cally, for users with experience
levels ranging from 2 to 4, the median of their completion time varies between 9.0 to
10.4 minutes. Fig. 2.8 (b) shows the key behavioral metrics (i.e., number of mistakes
and skips) of all participants. The median numbers of mistakes and skips are 3.5
and 1, respectively. As a result, drivers of di erent experience levels are capable of
performing all 53 events with the median rates of error and skip at 6.6% (=3.5/53)

and 1.9%, respectively.

50



In conclusion, we estimate that a 30 minute drive for Phase 1 and a 10 minute
experiment session for Phase 2 are su cient to produce good results. These num-
bers are feasible for an otherwise completely automated CAN reverse-engineering
framework, especially given the time that manual reverse-engineering would likely
take. The latter can take from days to weeks, given the detail and precision of
the reverse-engineering needed. Although no explicit times are reported for man-
ual reverse-engineering, tutorials [161] imply signi cant e ort is required. However,
researchers from the well-known Jeep hack [127] provide a reference in their paper:
"(...) we spent an entire year guring out which messages to send for the Ford and
Toyota (...)". Although they very likely did not spend that entire time frame for
reverse engineering of CAN messages, it shows that is not a trivial process and takes

a lot of experimenting to nd the correct payload for their CAN injection attack.

2.4.4 Computation Time

Having discussed the manual e ort required to usé.ibreCAN we analyze the
computation time of all three phases individually.

All experiments were conducted using Python 3 on a computer running 64-bit
Ubuntu 16.04. This computer featured 128 GB of registered ECC DDR4 RAM and
two Intel Xeon E5-2683 V4 CPUs (2.1 GHz with 16 cores/32 threads each). Phase O
utilizes all available computational resources (64 threads), whereas Phase 1 uses one
thread per signald plus one main thread (23 threads). Meanwhile, the computation-
ally inexpensive Phase 2 runs in a single thread.

Table 2.5 reports the time required for all computation steps. Note that these
values have been generated for a run with the optimal parameter con guration. The
total runtimes include operations that nished in less than one second, which are
listed as completing in O seconds in Table 2.5.

The entire three phase automated process takes 79 seconds for Vehicle A, 74
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Table 2.5: Summary of computation time in each phase and stage (units are in
seconds)

Phases Stages Veh A Veh B Veh C Veh D
Parse Raw
CAN File 1 12 9 9
Split Trace 2 2 2 2
Phase
0 Remove Un- 0 0 0 0
used Columns
Extract Signals 4 9 5 5
Move Small 0 0 0 0
Files
Total 17 23 16 16
Run Correlate 40 30 36 40
Phase
Calculate Scale
1 and O set 17 18 16 13
Total 57 48 52 53
Create Ref.
State 0 0 0 0
Phase Filter Constant
2 2 3
2 Messages
Compare to
Ref. State 0 0 0 0
Filter Power-
train Related 0 0 0 0
Messages
Total 5 3 2 3
Libre
CAN Total 79 74 70 72
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seconds for Vehicle B, 70 seconds for Vehicle C and 72 seconds for Vehicle D. All
vehicles have a similar computation time, indicating thatLibreCANs highly e cient
in reverse-engineering a vehicle's CAN bus (slightly more than 1 minute) with only a

small amount of manual e ort (around 40 minutes).

2.4.5 Testing on Generic Parameters

As mentioned beforeLibreCANwas designed to achieve a good performance with
a universal set of parameters in all three phases. In order to show that anyone can
achieve a comparable performance as reported in the previous subsections witheut
priori knowledge of the parameters, we would like to introduce an accuracy analysis
similar to the one in Sec. 2.4.2. Since one of our design goals was to select similar
parameters among the four evaluation vehicles, we can now pick any con guration of
these four vehicles for testing. We evaluated all four vehicles on paramet&ggo = 2,
Tpo1 = 3, Tpoz = 0:01, Tpoz = 2, Tpro = 0:05 Ty = 0:03 and Tp.s = 0:70. The
results are summarized in Table 2.6. A comparison with the optimal results for each
vehicle in Table 2.4 shows that they are relatively similar. Through our design goals as
well as exhaustive evaluation on four vehicles, we found a parameter con guration that
can produce favorable results for any testing vehicle. This corroborate tisealability
of LibreCAN

Table 2.6: Phases 1 and 2 Evaluation Metrics for Generic Parameters

Phase 1 Phase2
Prec. Recall Acc. Prec. Recall
Vehicle A 77.2% 41.8% 88.0% 8.9% 58.2%
Vehicle B 65.9% 22.5% 90.1% 8.5% 46.2%
Vehicle C 78.1% 44.9% 91.5% 11.7% 51.6%
Vehicle D 72.5% 56.2% 94.6% 13.7% 47.2%
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2.5 Discussion

2.5.1 Limitations and Improvements

During the evaluation phase, we discovered some limitations bibreCAN First,
not all possible values of a kinematic-related signal will be "exercised" with normal
driving behavior. For instance, RPM values over 3000 are unlikely due to the nature
of automatic transmissions, except in cases of aggressive acceleration. We tried to
compensate for this in Phase 0 by classifying signals as correct even if we missed 20%
of the Most Signi cant Bits (MSBSs).

Second, for Phase 2, not all vehicles may have the 53 events de ned in Table A.3.
We conducted experiments on newer vehicles, but cannot guarantee that older vehicles
will have the same functionalities. These events are present on the IVN, but cannot
be accessed via the OBD-Il port. A possible solution to this problem would be to
physically tap into the CAN bus by opening compartments. However, this voids the
vehicle's warranty, and hence is not feasible for average drivers.

Third, our accuracy evaluations are somewhat subjective (as discussed earlier)
despite their re ection of inputs from multiple other researchers. The only way to
address this subjectivity would be to involve the vehicle OEMs.

One can also make some improvements tobreCAN For instance, a ne-grained
analysis could be performed in Phase 2 to identify the correct regions of the events
within a CAN ID. Signal extraction in Phase 0 could also be enhanced by leveraging
the Data Length Code(DLC) eld in the CAN header (see Fig. 1.3). Finally, we could
construct additional d signals that are not directly available on SAE J/1979 or mobile
phones. For examplesteering wheel angldSWA) is a popular signal (especially in

AVs) that we could reconstruct using the gyroscope readings from a phone [114].
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2.5.2 Other Use-Cases of LibreCAN

The main use-case dfibreCANis as a tool for security researchers or (white-hat)
hackers. It can help them lower the car-hacking barrier and allow vulnerabilities to
be exploited faster. Another potential use-case we envision fabreCANSs as a utility
to enable the development of apps for vehicles, both in industry and academia.

Big data generation and sharing will lead to the monetization of driving data
and create an additional source of revenue for OEMs and services. According to
PwC, by 2022 the connected car space could grow to $155.9 billion, up from an
estimated $52.5 billion in 2017 [174]. OEM-independent, universal access to data by
third-party service providers can make the latter a major player in automotive data
monetization. Third-parties already o er OBD-II dongles that can access the in-
vehicular network and obtain publicly available data (OBD-II PIDs [9]). In particular,
usage-based insurance (UBI) companies [4, 31, 33, 46] are known to distribute dongles
to track driving behavior, allowing them to adjust insurance premiums. As mentioned
previously, CAN data contains richer information than OBD-II PIDs and can be
leveraged to build more powerful third-party apps. This also encompasses academic

research, which usually has limited knowledge about vehicular data collection.
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2.5.3 Countermeasures

Our point of entry to vehicles was the OBD-II port. Although we only read data
from this port (OBD-II and raw CAN data), it is possible to inject CAN data into
the vehicle via this port, as shown by [109, 124, 127]. A very simple and intuitive,
but also powerful, solution to this attack would be to implement access control into
the vehicular gateway that the OBD-II port attaches to (see Fig. 1.5).

Recently, there have been e orts to secure IVNs from outside attacks. For in-
stance, the Society of Automotive Engineers (SAE) is planning to harden the OBD-II
port [6]. In the corresponding SAE standard [151], data access via OBD-Il (SAE
J/1979) and Uni ed Diagnostic Services (ISO 14229-1) is categorized agrusive
and non-intrusive, respectively. Nevertheless, this standard does not classify how
intrusive the actions of reading data via OBD-II (Service 0x01 of J1979) or reading
raw CAN data are.

In any case, these changes are only possible with an improved vehicular gateway.
This topic has been discussed since 2015 [78], when coverage of car hacking by news
outlets increased signi cantly [3]. [7] also suggests enhancing existing gateway designs
by adding additional security measures, such as a rewall. The aforementioned SAE
standard [151] even hints that some OEMs might want to continue without a gateway
at all, primarily due to cost.

Finally, we want to point out existing academic work in this area. Automotive
gateways have many advantages for vehicle cybersecurity as summarized in [118,
155]. In addition to traditional functions such as routing, gateways can also be
used for secure CAN or Automotive Ethernet communications through the use of

authenticated ECUs [89, 118] or via access control/ rewalls [117, 140].
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2.6 Related Work

2.6.1 Manual CAN Reverse Engineering

[66] extracted CAN messages using the OBD-II port, interpreted those messages
by examining how di erent bytes changed over time given di erent actions being
performed on/by the vehicle, and then replayed these messages to manipulate their
corresponding functions. However, the experiment they performed is limited because
it requires prior knowledge of the implementation details of the vehicle the paper
mentions in several places that it is important to have an understanding the speci c
car being hacked. They also discuss the proprietary nature of the CAN bus and in-
vehicle E/E architecture, meaning that there could be di ering numbers or locations
of CAN buses across di erent vehicle models, and thus the functions of each bus could
be split up di erently. In order to gain knowledge about the car they evaluated, they
purchased a subscription to an online data service that provided this information.

Other automotive attacks, such as [124, 127], require that the E/E architecture be
analyzed and that the CAN message format be manually reverse-engineered before
data can be injected. This is a tedious process that can require days to weeks to
reverse-engineer a targeted portion of CAN data and is not scalable to other vehicles.

Additionally, several tools exist that can help manually reverse-engineer CAN
data. For instance, [75] demonstrates how Wireshark can be leveraged to capture
CAN tra ¢ and visualize changing bits in real time when an event is executed, as in

our Phase 2.

2.6.2 Automating CAN Reverse-Engineering

[122] built an anomaly detection system to split CAN messages into di erent eld-
s/signals without prior knowledge of the message format. Their classi er identi ed

the boundaries and types of the elds (Constant, Multi-Value, or Counter/Sensor).
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READ120] proposed an algorithm to split synthetic and recorded CAN messages
into signals, comparable to Stages 1 and 3 of our Phase 0. They present methods to
isolate counters and CRCs, with all other values marked as physical signals, the type
of signal we seek to evaluate in Phase 1 bibreCAN Although they reported high
precision values (see Table 2.7), it is important to note that their experiments were
conducted on an older vehicle (con rmed by e-mail to the authors), with less signals
available in its DBC. Along with LibreCAN we report the best results ofREADN the
aforementioned table.

ACTT[179] proposes a simple algorithm to extract signals from CAN messages
and label them using OBD-Il PIDs. Their signal extraction only considers signals
that do not consist of contiguous sets of constant bits. Furthermore, they do not
distinguish between signal types as we did. The authors nd that roughly 70% of the
CAN tra c consists of constant bits (comparable to constant signals inLibreCAN),
matching only 16.8% of the present bits to OBD-II PIDs. The paper also lacks an
extensive evaluation, only showing some examples of matched signals. Furthermore,

they evaluated their framework on an older vehicle from 2008 such READ

2.7 Conclusion

In this chapter, we proposeLibreCAN an automated CAN bus reverse engineer-
ing framework. To the best of our knowledge, this is the rst complete tool to
reverse-engineer both kinematic- and body-related datd.ibreCAN has been tested
extensively on four real vehicles, showing similarly good results on all of them. It con-
sists of three phases: extracting signals from raw CAN recordings, nding kinematic
signals, and reducing body events to a minimal candidate set by 10x. Besides the
very high accuracy of the novel Phase 2, we demonstrated that Phase 1 can achieve
better precision than prior related work.

In addition to achieving considerably good accuracy.ibreCANreduces the tedious
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manual e ort required to reverse-engineer CAN bus messages to around 40 minutes
on average. Since CAN reverse-engineering is a crucial step in numerous automotive
attacks, we pride ourselves in overcoming the car hacking barrier and highlighting
the importance of automotive security. Thesecurity by obscurity paradigm that
automotive OEMs follow by keeping CAN translation tables proprietary needs to
be overcome and replaced by more advanced security paradigms. Finally, we also
proposed some countermeasures to mitigate attacks on vehicles if the aforementioned

CAN translation tables are made public through frameworks such dsbreCAN
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CHAPTER Il

S2-CAN: Su ciently Secure Controller Area

Network

3.1 Introduction

Since the advent of the rst comprehensive automotive security analysis in 2010 [58,
109], this eld has attracted signi cant attention. While the rst generation of vehicle
security (c. 2010-2015) focused on exploiting physical interfaces, such as the OBD-
Il port [126], or reverse-engineering Electronic Control Unit (ECU) rmware [124],
the second generation (c. 2015-now) has been focusing on scaling attacks to multiple
vehicles by analyzing remote attack surfaces [125]. The most prominent and com-
prehensive attack of this generation that led automotive cyber security to become a
mainstream research and engineering subject was the Jeep Hack [127] that allowed
the attacker to remotely compromise and steer the a ected vehicles. With further
scaling in each generation, the risk of automotive vulnerabilities towards driver/-
passenger safety and privacy, as well as nancial and operational damage potential
increases [94]. All attacks in each generation have (CAN) injection/spoo ng as the
necessary ( nal) component of causing havoc in common. This enables the compro-
mise of the vehicle which can, in the worst case, have a serious impact on driver

safety, for instance, by electronically disabling the brakes or accelerating the vehicle.
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Unfortunately, CAN injection is the easiest part of the aforementioned attacks.
This can be explained by vulnerabilities in the CAN design which dates back to 1987.
Despite allowing a fast, robust, and reliable communication, CAN was not designed
with security in mind, and vehicles can no longer be regarded as closed systems due
to an increased number of external interfaces with unpredictable input. CAN is a
broadcast bus without encryption and authentication. Messages are sent in plain
text and everyone who has access to the CAN bus can inject arbitrary messages
or spoof existing ones. Encryption and authentication in a vehicle should usually
go hand in hand. In order for spoofed messages to cause a visible impact on the
compromised vehicle, the attacker needs {@) know the syntax and semantics of the
crafted CAN payload, and(b) be allowed to inject the targeted CAN message. In case
of (a), this is only possible by reverse-engineering unencrypted CAN data traces since
OEMs keep the aforementioned semantics secret instead of disclosing them publicly
(security by obscurity. Recently, automated CAN reverse-engineering is shown to be
achievable in a few minutes [141], enforcing existing attack vectors and necessitating
an encrypted CAN. Finally, for case(b) , authentication will prevent unauthorized
entities to perform the CAN injection.

To defend against vehicular attacks, we need a holistic, multi-layer security ap-
proach. The authors of [194] propose 4 layers of countermeasures which build on
one another: access control, secure on-board communication, data-usage policies and
anomaly detection/prevention (see Sec. 3.3). Here we assume OEMs follow basic
security practices such as access control and focus on the challenges of secure on-
board communication. As we discuss in Sec. 3.4, many researchers have attempted
to apply the security properties of con dentiality, authenticity, integrity, freshness,
and availability on the CAN bus. Almost all of them provide authentication and
replay protection but no encryption by deploying well-studied cryptographic

algorithms. A comparison of existing approaches is provided in Table 3.1.
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Although mechanisms such as encryption and authentication are widely used and
accepted in traditional computer communication networks, their adoption in the au-
tomotive domain comes with three major problems related to performance that cur-
rently limit their deployment in commercial vehicles:

(1) Cost: For cost reasons, ECUs in an in-vehicle network (IVN) are resource-
constrained. Since most safety-critical functionalities require simple computations
and do not need high-performance hardware, these legacy ECUs are very simple and
highly optimized for repetitive control operations. For instance, current Engine Con-
trol Modules can have 80MHz clock frequency, 1.5MB Flash memory and 72kB of
RAM (Bosch [16]). Using cryptographic algorithms for encryption and/or authenti-
cation would require more performant hardware which drive up the cost for OEMSs.
Besides unit costs, adding security protocols to certain legacy ECUs (especially in
the powertrain domain) that have been in use in cars for multiple years or even
decades due to lack of necessary software improvements would increase the develop-
ment cost [175].

(2) Latency: In order to guarantee functional safety in a vehicle, there are stringent
hard real-time requirements for certain safety-critical control data. The maximum
permitted end-to-end (E2E) latency for cyclic control data transmitted on the CAN
bus can range from a few milliseconds to a second [71]. Since secure encryption and
authentication algorithms add a non-negligible delay (see Sec. 3.7), as well as block
CAN messages to be sent until fully encrypted (due to block size), message deadlines
can be missed which can endanger driver safety (imagine the car braking too late!).
(3) Bus Load: CAN messages contain only 8 bytes of payload. Message Authenti-
cation Codes (MACs) to protect data integrity have to be appended to the data, but
due to lack of space, several existing solutions [111, 132, 145, 180] send the MAC in
a separate CAN message. This increases the bus load which is an indicator for the

utilization of the network. A high bus load can lead to certain CAN messages missing
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their (hard) deadlines, harming safety. To avoid this, the average bus load must be
kept under 80% at all times [15].

For the above reasons, encryption and authentication on the CAN bus have not yet
been adopted in commercial vehicles. Traditional cryptography-based solutions we
will summarize these under the generic terrfBecure CAN (S-CAN o er a medium
to high level of security (see the number of combinations to brute-force MAC, labeled
as Security Leve) in Table 3.1) at the expense of performance (i.e., CPU, latency,
bus load). As the authors of [132] have shown, brute-forcing a MAC would take too
long for in-vehicle ECUs, especially if keys are dynamically refreshed. As a result, we
would like to break away from traditional cryptography-based solutions to address
the aforementioned three problems while providing reasonable, albeit relaxed security
guarantees. We propos&2-CAN(Su ciently Secure CAN ) to enable atradeo
betweenperformance and security to o er a feasible and secure real-world solution
for the automotive industry.

S2-CANries to protect the con dentiality, authenticity and freshness of CAN data
during operation of the vehicle without using cryptography. In particular,S2-CAN
consists of two phases in its core: a handshake and operation phase. In the former,
it establishes unique sessions of speci ¢ length and distributes necesssegsion pa-
rametersto all participating ECUs. This phase resembles the key management phase
in traditional S-CANapproaches where session keys are shared among the ECUs to
both encrypt and authenticate CAN messages in their respective operation phase.
Since S2-CANavoids using cryptography in its operation phase, it uses thgession
parameters from the handshake to(a) rst include a randomly generatedinternal
ID and counter for authenticity and freshness into the CAN payload befor@) each
byte of the payload is shifted cyclically by a random integergnhcoding parametey
in xed time intervals. These two steps can be compared t¢a) appending a MAC

to provide authenticity and (b) encrypting the plain-text CAN message to provide
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con dentiality in  S-CANCompared to breaking traditional CAN authentication solu-
tions that only require brute-forcing the MAC, the cyclic shift encoding further masks
the plain-text by making it more di cult to decode and thus provides con dentiality
protection as well. Due to the encoding, CAN reverse-engineering which is the
rst essential step of a CAN injection attack has to be performed in real time

for the current encoding parameterand cannot be computeda priori to be used for
the lifetime of the vehicle. Despite intentional weaker security db2-CANa frequent
update of sessions with newncoding parameterswill render reverse-engineering very
tedious, if not impossible. Hence, session cyclethe crucial parameter to provide se-
curity in S2-CANFurthermore, even after guessing the encoding correctly, an attacker
would still need to calculate theinternal ID and counter to bypass authentication.
All in all, brute-forcing S2-CANwould require  2** combinations for an ECU (see
Sec. 3.8 and 3.9) while it does not increase the bus load in the operation phase, out-
performs the E2E latency of the best comparabl8-CANapproach by 44x, as well as
incurs less than 0.1% CPU overhead as evaluated with our experimental setup (see
Sec. 3.7). Finally, we conduct a security evaluation in Sec. 3.8 to demonstrate that
even an intelligent attacker who leverages protocol-speci ¢ knowledge to circumvent

brute-forcing can be thwarted to show thatS2-CANcan be su ciently secure.

3.2 Background

Please refer to Sec. 1.2 for a primer on the CAN bus, DBC les and in-vehicle

network architectures.

3.3 Threat Model

As brie y mentioned in Sec. 3.1, the common and nal part of every automotive

attack which is the main threat to protect against is to gain access to the
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CAN bus for a CAN injection attack which can lead to various forms of vehicle
misbehavior, including (safety-critical) sudden acceleration. In general, there are two
ways an attacker can achieve CAN bus acces&) by connecting aphysical CAN
device/ECU to the IVN, e.g., an OBD-II dongle or by tapping into the CAN bus,
or (b) compromising an existing ECUremotely. The former is relatively easy to
accomplish as long as the attacker has physical access to the target vehicle, while the
latter is more complicated and multi-layered (and thus less likely) as the attacker has
to usually leverage vulnerabilities in wireless interfaces of an ECU to gain access to
the device. We refer to the attacker in case dB) as anexternal attacker, whereas an
internal attacker is capable of(b) . Furthermore, the aforementioned separation of
domains by a central gateway complicates a compromised ECU which is usually on
a less safety-critical bus (e.g., infotainment) to a ect more safety-critical domains
such as powertrain which has no remote attack surfaces. Finally, even if a proper
S-CANapproach is implemented, annternal compromise of an ECU (as in casg) )
will lead to exposure of secret keys which the attacker can use to forge the desired
message's Message Authentication Code (MAC) and/or encrypt the CAN payload.
Although remote attacks on vehicles have skyrocketed over the last decade [48], a
breakdown of attack vectors shows that most of thegemote attacks are targeting key
fobs, OEM servers and mobile companion apps. Remote attacks to compromise an
ECU usually exploit the In-Vehicle Infotainment (IVI) and require signi cant e ort
(usually multiple months) as shown in the Jeep Cherokee hack [127] to achieve CAN
bus access and cannot be thwarted even by a properly secured CAN b8sGAN In
contrast, OBD-II attacks are the fourth most common attack vector and account up
to over 10% of all attacks. Nevertheless, recent research [185] has shown that remote
attacks can also be launched by aexternal adversary by exploiting vulnerabilities
in wireless OBD-II dongles. Many commercial OBD-IlI dongles feature Wi-Fi or

Bluetooth capabilities which open a new over-the-air attack surface. The researchers'
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ndings show that CAN injection can also be performed by remote, external attackers.
As a result, external attackers in scenario(@) form the most crucial threat. In what
follows, we will focus on protection from this type of adversaries and describe their
attack capabilities.

Once CAN bus access has been achieved, the attacker will continu€AN injec-
tion attack. The authors of [61] introduce three possible CAN injection attacks as
discussed next.Fabrication attacks allow the adversary to fabricate and inject mes-
sages with a forged CAN header and payload at a higher frequency to override cyclic
CAN messages sent by legitimate ECUs that can render safety-critical receiver ECUs
inoperable [109].Suspension attack®n the compromised ECU prevent its broadcast
of legitimate, potentially safety-critical CAN messages to the intended recipient(s).
Finally, Masquerade attackscombine both of the above attacks bysuspendingthe
CAN broadcast of one ECU and deploying another ECU téabricate malicious CAN
messages. Onlyabrication attacks can be mounted by our adversary from scenario
(@), since the others require amnternally compromised ECU. We would like to em-
phasize that fabrication attacks can not only be mounted by attackers having physical
access to the car, but also by remote attackers [185] which makedernal attacks
from scenario(a) an highy likely and scalable threat.

As a result, we assume the (external) adversary to only be able to perfoffadbri-
cation attacksin our threat model. Even then, the attacker can cause havoc for both
vehicle and driver, as shown in the Toyota Prius hack [124]. To prevent fabrication
attacks, a solution for secure CAN must have the following two security properties:
Authenticity. As outlined before, any CAN node can join the IVN. There is no
provision of verifying the authenticity of an added malicious device to the CAN bus
by default. So, device authentication is important, i.e., only pre-authorized ECUs
will be allowed to communicate. Furthermore, an attacker should not be able to

spoof legitimate CAN messages during a fabrication attack. This can be prevented
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by adding a MAC to each message to ensurategrity. The latter also includes
protection against replay attacks by adding a counter to each message. The major
drawback of protecting against fabrication or replay attacks is the required additional
space for MACs and freshness values. This is challenging because CAN only has an
8-byte payload eld, with most of the space already occupied by control data (see
Sec. 3.5.2).
Con dentiality. CAN message data is not encrypted, and therefore, messages be-
tween ECUs can be eavesdropped and analyzed by anyone accessing the IVN. To
prevent this type of attack, mechanisms to guaranteeon dentiality are required. As
mentioned before, plaintext data can be recorded and used for reverse-engineering the
proprietary CAN message format (i.e., signal location, scale and o set) which can be
ultimately used to craft well-formed CAN messages in a fabrication attack to cause
visible damage. Encryption with symmetric session keys between participating ECUs
is a solution, although it will incur additional latency overhead.

In this thesis chapter, we want to protect against fabrication attacks by leveraging
a combination of con dentiality and authenticity protection. Since we focus on the
tension between security and performance as previously discusse®,CANIses a non-
traditional approach instead of cryptographic encryption and authentication in order

to optimize performance.

3.4 Related Work

3.4.1 Authenticity and Integrity

Most existing work on Secure CAN (see Table 3.1) focuses on the authentication
of sender ECUs, protecting the integrity of the payload, as well as against replay
attacks.

vatiCAN [132] o ers backward-compatible sender and message authentication, as
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well as protection against replay attacks for safety-critical CAN messages via HMACs
computed from preinstalled keys. The HMAC is sent in a separate message with a
di erent CAN ID. vatiCAN adds 3.3ms latency per CAN message, a 16.2% increase
in bus utilization and 400 bytes of memory overhead.

IA-CAN [90] provides sender authentication via randomization of CAN IDs on
a per frame basis and payload data authentication using two di erent session keys.
The receiver only accepts a message if the MAC is correct and the CAN frame has
the expected CAN ID that changes with each frame using a function. The receiver's
Iter is updated accordingly when the next frame is accepted.

CaCAN [111] uses a hardware-modi ed central monitoring node to perform the
entire authentication on the CAN bus. As with the general case of centralized au-
thorities, if the monitor node is compromised or removed, the entire network is com-
promised. Furthermore, no encryption is used and the bus load is doubled.

TESLA [136] protocol is a lightweight authentication protocol, relying on delayed
key disclosure to guarantee message authenticity. It provides authenticated broadcast
capabilities, albeit with additional latency during authentication.

CANAuth [177] uses out-of-band transmission of integrity and freshness values to
avoid bus load overhead. Its major drawback is the lack of backward compatibility
with regular CAN controllers.

LeiA [145] is a counter-based authentication protocol that uses extended (29-bit)
CAN IDs to include freshness values and a generic MAC algorithm for authentication.
The MAC is 8 bytes long and transmitted in a separate CAN message, doubling the

bus load. No latency numbers are reported.

3.4.2 Con dentiality

The space-limited payload eld of 8 bytes in CAN messages is a major problem

for encryption algorithms such as AES-128 that depend on a 16-byte block size. As a
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result, multiple messages have to be sent, increasing the bus load. Latency is another
issue due to the limited computational power on ECUs if implemented in software
to guarantee backward compatibility. [53] surveyed di erent encryption methods for
the CAN bus in terms of bus load, latency and security. Existing approaches use
AES-128 [73], AES-256 [160], XOR [81, 92], Tiny Encryption Algorithm (TEA) [97]
and Triple DES (3DES) [91].

3.4.3 Key Management

Secret keys are necessary to generate and verify MACs, and to encrypt and decrypt
data. Instead of using a single long-term key for the entire lifespan of a car which
is 12 years on average [57] session keys can be generated periodically that are only
valid for a certain period to limit their exposure.

In Secure CAN (S-CAN) solutions, there are two general approaches to in-vehicle
key management. The rst approach is to deploy an OEM backend and request
new keys periodically via Over-the-Air (OTA) using theauthenticated key exchange
protocol 2 (AKEP2) [189]. Keys can be stored in the central gateway (acting as the
in-vehicle key master) in aTrusted Platform Module (TPM) or Hardware Security
Module (HSM). The second approach tries to do the key management completely on-
board without the need for an OEM-provided backend which can reduce complexity,
bandwidth and cost [170]. The key distributioninside the vehicle can be done in two
ways. First, the key master generates and distributes new session keys based on the
Secure Hardware ExtensiongSHE) Key Update Protocol. Second, the key master
triggers the ECUs to derive session keys from a nonce and long-term keys installed at
manufacturing time. The rst approach is superior if security is the most important
and waiting on startup time is acceptable. The second approach can be used when

speed is the most important and no wait time for key distribution is acceptable.
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3.5 System Design

We now present the system design &2-CANwhich consists of three phased{ey
Management , Handshake , and Operation . Although no cryptography will be
used in the operation phase (Sec. 3.5.3), establishing a sesSoduring the handshake
(Sec. 3.5.2) needs the distribution of keys which will be brie y discussed in Sec. 3.5.1.
In our prototype, we useN = 2 slave ECUs and one master ECU which is the
central gateway. The master ECU will be responsible for establishing new sessions
during the handshake phase. There is no real value of expanding the testbed to
more than 2 slave ECUs since the benchmark in Sec. 3.7 shows tl&&-CANdoes
not add any communication overhead and is thus independent of tra c/bus load
during the operation phase, i.e., when operation-related CAN messages are exchanged
between ECUs.S2-CANs applied to each CAN sub-bus independently. As a result,
the OEM can choose which CAN buses to protect. We will use the syntaxn =
(CAN _ID; Payload) for a CAN messagen exchanged on the bus. Furthermore, we
require a logical ordering of the slave ECUs for error handling and timeout purposes
during the handshake (Sec. 3.5.2), i.e., thaECU, transmits before ECUg. The
ordering can be assigned randomly (as in our case) or according to criticality/relevance
of the ECU, with the more safety-critical slave ECU being assigned &CU,. This
knowledge of ordering can be stored as an additional one-byte unsigned integer in

each ECU's non-volatile memory.

3.5.1 Phase 0: Key Management

S2-CANefrains from using Message Authentication Codes (MACs) and encryption
based on cryptographic keys during the vehicle's operation mode (Sec. 3.5.3). During
the handshake phase (Sec. 3.5.2), we will distribug2-CANspeci c session parameters
from the master ECU (gatewayECUgy ) to the two slaveseCU, and ECUg on a

safety-critical CAN domain namedCAN ;. These session parameters establish a new
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S2-CANsessiorS; that is valid for a Session Cyclel. To distribute these parameters
securely in each session, we CANNOT avoid cryptography in the handshake phase
and need to ensure that the CAN payload is both authenticated and encrypted to
defend against spoo ng and eavesdropping attacks on the handshake. This requires
the existence of pre-shared secret keys that are provided by the key management
system in a vehicle. Since a detailed discussion of key management is not in the
scope of this chapter, we use pre-installed symmetric keys on each ECU and refer
to the aforementioned best practices of in-vehicle key management (see Sec. 3.4.3).
Note that it is transparent to the design of S2-CANof how these symmetric keys are
obtained, i.e., if a backend periodically provides them via OTA or they are derived
from a long-term key installed at manufacturing time. Nevertheless, the use of short-
lived session keys is recommended to limit exposure of the long-term key which would

allow eavesdropping attacks on the handshake and thus fully compromiS2-CAN

3.5.2 Phase 1: Handshake

Overview: Upon initialization, ECUgw, ECU, and ECUg on CAN; will per-
form a 3-way handshake in order to exchange the information about the aforemen-
tioned session parameters and agree on "talking" i82-CANsyntax. The session
parameters consist of a globaja) encoding parameterf, (b) a slave ECU-specic
integrity parameter int_ID;, (c) a slave ECU-speci cintegrity parameter poSy; ,
and (d) a slave ECU-speci ccounter valuecnt;, with j denoting the respective slave
ECU. Parameter(a) will be distributed in Stage 1, whereas the other three parame-
ters (b)-(d) will be exchanged between ECUs in Stage 2. The handshake comprises
three stages and repeats for each new sessinin periodic xed-intervals T which
represents thesession cycle In what follows, we will describe the handshake process
for an arbitrary sessionS;. The communication diagram for Phase 1 is depicted in

Fig. 3.1 and separated into the three stages. The CAN IDs used for messages during
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the handshake are merely examples, but should have a low ID or high priority.
Stage 1 (Initialization): The master ECU ECUgy ) indicates that it wants
to start a new sessior5;. It randomly generates an 8-byteencoding parameterf =
(rosrasrasrs;ra;rs;re;r7); 1 2 [0; 7]. ry corresponds to the bit rotation number for the
I'" byte in the 8-byte CAN payload. Eachr, can be expressed with 3 bits for a total
of 3 bytes to include in the payloadp of the gateway initialization messagencw:init
= (0x010, p). As discussed before, due to the sensitivity of handshake messages, each
CAN message during the handshake has to be both authenticated and encrypted to
prevent spoo ng and eavesdropping, but also replay attacks. To achieve the latter,
we rst add a 2-byte counter cnty (not to be confused with the ECU-speci ¢ session
parametercnty ) to defend against replay attacks. In order to prevent spoo ng attacks
on this message, we calculate the SHA256-HMAC of the previous 5 bytes (ife.and
cnt;j) to obtain a 32-byte output with the symmetric key k from Phase 0. Since the
payload of mgwiniti Only has another 3 bytes of free space to t the MAC which
would be too small to defend against brute-force attacks, we have to truncate the
HMAC (taking the MSBs per de nition). The truncation can be done safely since
the increased advantage of the attacker would be o set by the limited availability of a
CAN message due to the cyclic message nature of CAN and the invalidation through
the counter valuecnt;. Nevertheless, we believe that 3 bytes for a truncated HMAC
is too small. As a result, we splitmgwiniti INt0 two consecutive CAN messages
Mow:niti: o and Mew:niti: 1 With respective payloadsp; and p, to (a) utilize another
8 bytes for the truncated HMAC, resulting to a total of 11 bytes, and(b) allow
encryption with a secure block cipher such as AES-128 which has a block size of 16
bytes.

In summary, two CAN messages with the following syntax are broadcast sequen-
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tially on CAN:

Mow;niti; 0 = (0X01Q encaes 128(k; pPLjp2)[MSBO  63])

Mow:niti; 1 = (0X01Q encaes 128(k; pLjjp2)[MSB 64  127])

Stage 2 (Acknowledgment):  Upon receiving both initialization messages from
ECUsw, ECU, and ECUg rst decrypt the ciphertexts p; and p; using the sym-
metric key k and extract the encoding parameterf; into local memory. Eeach slave
ECU will then broadcast an acknowledgment (ACK) messag®j.ack;i (which will be
split into two messages again due to AES-128 encryption), where? [0;:::;N 1],
consisting of a 1-byte positive acknowledgment code (PACK) and the three slave
ECU-speci ¢ parameters(b)-(d) in the CAN payload. Parameter(b) is a randomly
generated unique internal IDint _ID; 2 [O;N 1] representingECU; on CAN; dur-
ing the current sessiors;. This parameter can be encoded with 1 byte since a CAN
domain (or even vehicle in general) never has more than 256 ECUs.

Next, parameter (c) species the random positionpos,:; of where the internal
ID (parameter (a) ) will be located within the CAN payload. Since space within the
payload is limited and speci c positions are occupied by CAN signal data that cannot
be overwritten, the internal ID has to be included in available free space. The set
of available free spaces for a CAN ID in a given vehicle is de ned &. Sec. 3.6
discusses the distribution of free spaces among CAN IDs by analyzing the DBCs of
4 dierent vehicles. For instance,Y; = 12;13,14; 25, 26,54, 55, 63 states that the
CAN ID belonging to ECU; possesses only 8 bits of free space over 4 non-consecutive
"regions"”. This set of bits is then used by theFree Space(FS) function to randomly

determine the rst bit posn;; whereint_1D; will be placed:

Posn;; = FS(Y;) (3.1)
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In our example, ifposy;; = 54, the MSB of the one-byte internal ID will be stored
at bit position 54 and the LSB at bit position 26.

The last parameter (d) is the initial value of an ECU-speci c countercnt; for
replay protection and is also randomly generated. This parameter consists of 2 bytes
and is also included in available free space together witht _ 1D ; by Eq. 3.1.

Besides including these functional handshake parameters, the ACK messages will
also include a 2-byte handshake countemnt; and truncated HMAC for integrity and
freshness protection, just like in Stage 1. We obtain 2 consecutive CAN messages
broadcast by ECU; that are both authenticated and encrypted with the following
syntax:

Maack:i; 0 = (1D j; ences 128(K; pljjp2)[MSBO  63])
Maack;i; 1= ( ID j» €NGes 123(k; pljj p2)[|\/| SB64 127])

Due to the aforementioned pre-determined order for all slave ECU&CU, will
rst transmit with CAN ID 0x011 and ECUg needs to wait until it has received
both ma.ack:i: 0 and ma.ack:i: 1 from ECU, before it can broadcastmg.ack:i: o and
Mg.ack:i: 1. FOr the latter two messages, the CAN ID can simply be incremented by
one as depicted in Fig. 3.1, as each ECU will use a distinct CAN ID. On&eCUg
receives the aforementioned ACK message, it rst extracts the receivaategrity pa-
rameters into its memory and then repeats the ACK process for itself. To avoid
collisions in internal ID assignment, it needs to excludmt 1D 5 during the random
ID generation.

Stage 3 (Finalization): ECUgyw nalizes the handshake after receiving ACKs
from all slave ECUs. It sendsmgw:ini With a random non-zero payload to signal
that it has received well-formed ACK messages from all slave ECUs and monitored a
successful handshake. The nalization message is again split into two CAN messages

and broadcast with CAN ID 0x020.
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Security and Reliability Analysis: Due to authentication, an adversary cannot
spoof the contents of a handshake message. An attacker cannot replay handshake
messages due to the freshness counter, and eavesdropping attacks can be mitigated
by encryption.

If any ACK message takes too long due to bus or ECU errors, the handshake times
out and ECUgy restarts the handshake with Stage 1. If the handshake is still unsuc-
cessful even after repeating it times, all ECUs onCAN; can revert to regular CAN
communication until the next start of the vehicle. Although this countermeasure has
been designed for non-adversarial reliability issues, an adversary still cannot exploit
it. An attacker could launch a Denial-of-Service (DoS) attack through the OBD-II
device by injecting high-priority CAN IDs (e.g., 0x0) with the goal to circumvent
successful handshakes and downgrade to regular CAN communication. Since vehicles
have a holistic security concept in place (as discussed in Sec. 3.1), the gateway (which
is directly connected to the OBD-II port) can defend against this availability attack
by discarding injected CAN messages under a certain CAN ID threshold, i.e., the

lowest handshake CAN ID.

3.5.3 Phase 2: Operation

After the handshake for a sessios; has been completed, slave ECUs can start
the Operation Mode exchanging regular data onfCAN;. To save space in the CAN
payload eld, we perform the following operation on the 1-bytent_ ID; and 2-byte

cnt; that ECU; stored during the handshake to calculate the 2-byte parametey:

q = LEFTZEROPAD (int_ID;;8) cnt;: (3.2)

First, the payload of a CAN message is being logically ORed with which includes

the integrity parameters into the free space of a CAN message. SecondCiecular
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Shift (CS) operation is performed on the new payload using the stored encoding
parameter f; which does a byte-wise bit rotation to thel™ byte according to the
value of thel™ element off;. Finally, the message is broadcast o8 AN;. For the
next CAN message sent bfCU;, its local counter will be incremented.

On the receiver side, the respective slave ECU(s) need(s) to execute the above
process reversely, i.e., rotate each byte of the encrypted payload in the opposite
direction according tor,, extract the position information from pos.; , determine
the internal ID and nally the counter/freshness value by XORing it with int_ID;
of the sender.

Based on these extracted values, the receiver can then perform an integrity and
freshness check: 1. The extracted countent; is compared with the expected counter
for the respective sender. If the two values match, the local counter for sendeC U,
on the receiver is incremented, and 2. the internal ID of the sendat _ID is com-
pared with the stored internal ID for the respective sender on the receiver ECU. Only
if these two checks do not falil, the receiver can assume that the message came from
a legitimate senderECU; and start processing the data in the payload. Otherwise,
it may either suspect a replay attack or a message with fabricated information from
a malicious ECU and drop the CAN message.

The operation mode with the respective encoding and integrity parameters ends
once a new handshake has been completed. A new sesSian begins. The oper-
ation mode does not get interrupted by the start of a new handshake to guarantee
functionality and safety.

Finally, we discuss what happens in the case of packet drops that can happen
naturally on the CAN bus. Since each CAN message has a counter to prevent replay
attacks and the receiver expects the next message with an incremented counter value,
a packet drop can lead to inconsistencies with the local state counter on the receiver

side. In order to account for packet drops, the receiver ECU will still accept CAN
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messages with counter values higher than the previous message within a specic
threshold. The latter depends on the packet loss rate on the CAN bus which is

usually very robust. The authors of [196] suggested to setting this threshold to 1.

3.6 Finding Free Space

To gain a better understanding of how many signals are used in a CAN ID and thus
how much of free space (FS) is available to include our integrity parameterd _ D ;
and cnt;j, we analyzed the DBC les of four passenger vehicles from a North American
OEM under NDA (see Sec. 3.8.1). Since we include a 2-byte parametgrinto the
CAN payload, only a maximum of 6 bytes may be used for data. Among all CAN IDs
in each DBC, we identi ed certain low-priority non-operation-related CAN IDs that
do not occur during regular operation of the vehicle. Hence, we manually removed
these irrelevant CAN IDs for our purposes and analyzed the remainingperation-

related CAN IDs for available unused space.

Figure 3.2: CDF of used bits
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A Cumulative Distribution Function (CDF) for each vehicle is plotted in Fig. 3.2.
The vertical marker indicates that all vehicles with the exception of Vehicle B
contain between 60% and 80% CAN IDs that have at least 16 bits of free space. As a
result, we can applyS2-CANor the majority of CAN IDs, but would like to analyze
how to further improve this metric to maximize the number of usable CAN IDs. Note
that we are referring to the free space in the CAN payload/data eld and not the

CAN ID eld (see Fig. 1.3).

Table 3.2: Free space in DBCs

Veh. Bus  #Ds ﬁ:tjgallgg_ v#vliﬁwSFs gi?ubIFDs (%)
VenB e g3 e 0%
R % s
T e T

OEMs could re-balance the disparity of available space in a CAN message with a
more careful design of the CAN communication matrix while still considering func-
tional requirements. In what follows, we present a possible re-balancing approach.
CAN messages are di erentiated by four types: xed-periodic, event-periodic, event-
on-change and network management. First, we grouped CAN IDs based on the sender
ECU. As mentioned before, a sender can transmit multiple CAN IDs with di erent
cycle times if the CAN ID is xed-periodic or event-periodic. The latter message type
is similar to xed-periodic except a CAN message is not necessarily transmitted at
every cycle time. Both message types cannot be grouped together.

As an example, Fig. 3.3 depicts the number of used bits of xed-periodic CAN

messages with exactly the same cycle time that a sender ECU transmits on HS1-CAN
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(high-speed CAN 1) of Vehicle A. Points above the red threshold line of 48 bits depict
CAN IDs that do not have su cient free space forS2-CANSince all vertical dots are
grouped by sender ECU and cycle time, they can be re-balanced by packing signals
of their mean value per CAN ID (depicted with markerx). For Veh. A HS1, there
are a total of 101 xed-periodic CAN IDs. A mean value below 48 bits indicates that
the CAN IDs in the group can be re-balanced. 27 CAN IDs can be re-balanced this
way, besides those already under this threshold. We repeated this experiment for
all other vehicles and buses for both xed-periodic and event-periodic messages and
summarized the number of re-balancable and existing CAN IDs with free space in
Table 3.2. The sum of these two yields the number of usable CAN IDs f&2-CAN
With the exception of Veh. B, around 79 92% of all CAN IDs can be used with
S2-CANor the more safety-critical HS1-CAN. The remaining non-periodic CAN IDs
can be re-balanced further by OEMs based on functionality something that we

cannot interpret.

Figure 3.3: Re-balancing Vehicle A HS1
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Finally, no relationship between message priority and free space can be derived.

This analysis is depicted in Fig. 3.4.

Figure 3.4: Relationship between Free Space and Message Priority

3.7 Evaluation

3.7.1 Experimental Setup

We have built a prototype with three CAN nodes, each of which consists of an
Arduino Mega 2560 board and a SeeedStudio CAN shield [197]. This prototype was
set up to operate at a 500 kBit/s baud rate as in a typical high-speed safety-critical
CAN bus. Note that the entire evaluation is based on a simple scenario with the
sender ECU transmitting only one CAN message. In reality, multiple CAN messages
will be broadcast on the CAN bus in a relatively short time and CAN scheduling
will pick the highest-priority CAN message to be broadcast rst. This will inherently

lead to blocking timet, for lower-priority messages which depends on the number
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of higher-priority messages that have to be transmitted rst. Nevertheless, using
a simpler setup does not a ect our evaluation metrics except the operation latency
which is discussed in Sec. 3.7.3.

Since we want to compare the performance &2-CANwvith prior work, we imple-
mented existing CAN bus encryption methods from Sec. 3.4.2 with vatiCAN [132] for
authentication. We chose vatiCAN among various existing SW-only CAN authenti-
cation approaches due to its decent performance for both latency and bus load, as

well as existing and well-documented Arduino implementation.

3.7.2 Handshake Latency

We measured the time it took to complete a handshake while varying the number
of slave ECUs in a CAN domain. As outlined in Sec. 3.5.2, the handshake process is
repeated everyT. The old session still continues with the existing parameters until
the handshake is completed. As a result, no critical message exchange during the
operation mode of the previous session is interrupted. The handshake of the new
session will be executed in parallel with the operation of the previous session. The
only critical time when the handshake latency can a ect operations of the car is
during the initial start-up of the car since a sessiors, of S2-CANcannot start until
the initial handshake has been completed. We simulated a varying number of slave
ECUs by having our two prototype ECUs take turns to send ACK of the handshake,
in a ping-pong manner. We surveyed the DBCs of four vehicles (see Sec. 3.8.1) to
nd that each CAN bus has 9 23 di erent ECUs. So, we consider a maximum of 25
slave ECUs in our simulation. For two slave ECUs, the average total handshake time
stands at 303ms, for ve at 529ms, for ten at 907ms and for the maximum number
of 25 slave ECUs, we achieve around 2 seconds of handshake latdpgyi.e., the
car starts talking S2-CANafter 2s when it is powered on. Our calculations also show

that each additional slave ECU on the bus will add an average of 75.5ms towards the
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latency. Furthermore, the handshake process will be started & T t,s Q ty
beforethe current session expires to provide a smooth transition to the next session.
P denotes the session number an@® the average number of higher-priority CAN

messages that can be expected to cause the blocking of handshake messages.

3.7.3 Operation Latency

CAN messages have stringent deadlines, i.e., when they must arrive at the receiver.
Although the authors of [71] suggest deadlines of cyclic safety-critical CAN messages
standing at 2.5 10ms, this is outdated. Modern HS-CAN buses have minimum cycle
times (and thus deadlines) of 10ms, as our manual inspection of the four DBCs also
con rmed. Latency measurements are averaged from a sample of 1000 messages sent
over 100 seconds, or one message every 100ms. We were interested in calculating the

E2E latencytg e for
1. Regular CAN with vatiCAN authentication (" NONE,

2. 3DES, TEA, XOR, AES-128 and AES-256 encrypted CAN with vatiCAN au-

thentication,
3. and nally S2-CAN

In the rst case, E2E latency consists of processing delays of the sender and receiver,
the time to calculate the MAC on the sender and check the MAC on the receiver,
as well as the CAN bus network latency. In the second case, encryption/decryption
latencies are added on the respective sideS2-CANIses the latter calculation method-
ology as well, while the MAC and encryption/decryption latencies are replaced by
the delay to calculate/check the internal ID and counter, and encode/decode through
Circular Shift (CS).

Fig. 3.5 depicts the breakdown of the E2E latency for all three aforementioned

cases. Furthermore, the dotted horizontal line indicates the aforementioned deadline
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Figure 3.5: E2E latency for di erent "encryption” algorithms

of 10ms. It can be easily seen that the encryption/decryption of 3DES takes much
longer on Arduinos than other encryption algorithms that can still satisfy the 10ms
deadline. Tiny Encryption Algorithm (TEA) and XOR seem to satisfy it although
they are not considered secure [18, 104] and are thus not recommended to be used
in production. Furthermore, in all experiments, we did not include any additional
tra c, so that the reported E2E latencies assume no blocking time due to higher-
priority CAN messages and can be considered a lower bound. Hence, even AES-128
and AES-256 are likely to miss the 10ms deadline if they lose the CAN arbitration
to a message with lower IDS2-CANwith tg,z = 414 s satis es both deadlines and
only adds an overhead of5s to the E2E latency of a regular CAN message (i.e., no
encryption or authentication).

Latency numbers for MAC operations by vatiCAN are lower in Fig. 3.5 than

the reported 3.3ms from Table 3.1. We used a sponge capacitycof 8 instead of
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the original, more securec = 128 to provide a lower bound for vatiCAN's latency

overhead.

3.7.4 Other Metrics

Table 3.3: Benchmark of other metrics

BL CPUo (%) RAMKB) Flash(kB)

Encr. Auth. %) S/R S/R S/R
\one _None 025 000 1241129  10.1/11.96
VatiCAN 05 86.7/82.3  1.57/1.66  17.25/17.07
\Eoips NONE 05 08720 1.25/1.30  10.30/12.02
VatiCAN 1  87.0/828  160/1.67  17.35/17.13
\Eaysg None 05 10725 127131 10.31/12.04
VatiCAN 1  87.0/829  161/1.69  17.37/17.15
ocs None 025 5286535  126/L31  12.21/14.22
VatiCAN 05 93.8/90.8  1.60/1.69  19.38/19.33
‘en  None 025 0505 127132 10.55/12.50
VatiCAN 05 86.8/82.4  1.60/1.69  17.78/17.61
«on __None 025 0010001 12530 10161205
VatiCAN 05 86.7/82.3  157/1.67  17.31/17.17
$2 S2 Auth 025 0040003  1.254.30  10.24/12.10

Besides the E2E latency, we measured bus load, CPU overhead, and memory usage
of each encryption method with and without vatiCAN authentication. The results are
summarized in Table 3.3. The metrics are calculated for messages exchanged during
Operation Mode unless noted otherwise.

Bus Load. The bus load (BL) bis calculated as follows [14]:

b: Sframe X 1 ,

fbaud m2Mm Pm

(3.3)

where we used ., = 500 kBit=s as baud rate on the CAN bus, andp, is the
period/cycle time of messagen, and assuming each CAN frame uses 125 bitgame =

125 With regular CAN (no encryption and authentication), we send one message
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every pn. AES has a block size of 16 bytes and the maximum size of the payload is
8 bytes. Thus, we send two consecutive messages, each with a periog.of With
vatiCAN authentication, an additional MAC is sent after each message, e ectively
doubling the bus load. Table 3.3 shows that onl2-CANJoes not add any overhead
to the bus load of regular CAN during operation mode, but provides protections
against both con dentiality and integrity. Note that the bus load does increase during
each handshake due to additiona2(N + 2) exchanged messages. Nevertheless, the
handshake adds an overhead of merely 2.5% to the bus load.

CPU Usage. CPU overhead (CPUo)c, of ECUy is calculated by measuring how
many idle cycles pass per message. We establish regular CAN to be the baseline, then

calculate overhead, for y 2 f Sender;Receiverg as follows:

cyclesye

—_— 3.4
CyCIesbaseIine ( )

¢, =1
We see in Table 3.3 that vatiCAN authentication accounts for the largest CPU over-
head. (with the exception of 3DES). The CPU utilization on each ECU almost
doubles. With S2-CANwe have a negligible CPU overhead that demonstrates the
lightness of our approach on computational resources.

Memory Consumption.  Finally, Flash and RAM usage are reported when our
code compiles to the Arduinos. No dynamic memory is used. All approaches except
S2-CANadd up to 30% more RAM and 70 90% of Flash usage compared to the
memory consumption for regular CAN. The memory consumption (both RAM and

Flash) for S2-CANs minimal.

3.8 Security Analysis

To measure the security level o652-CANwe need to determine the time an at-

tacker requires to correctly spoof a speci c CAN message. To be more concrete, we
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assume the adversary will try to accelerate the vehicle by CAN injection through
the OBD-II port. Furthermore, we assume that the gateway blocks CAN messages
with IDs under a certain threshold to secure the handshake (see Sec. 3.5.2) and no
intrusion detection system is installed in the target vehicle. Given the current state
of commercial passenger vehicle security, this is a very likely scenario. In order to
a ect the acceleration behavior by CAN message injection, the adversary needs to
know the message format (i.e., CAN ID, signal position, scale and o set) of the signal
they want to spoof. For regular CAN, this is possible by existing automated CAN
bus reverse-engineering tools such agoreCAN[141]. In the following security anal-
ysis, we will deploy Phases 0 and 1 dfibreCANwith some modi cations to adapt to
S2-CAMNand try to measure the time an attacker would need to determine the correct
payload to inject into the CAN bus. The modi ed attack tool is called LibreCAN+

consisting of three stages that are discussed below.

3.8.1 Experimental Setup

All experiments were conducted using Python 3 on a computer running 64-bit
Ubuntu 18.04.4 LTS with 128 GB of registered ECC DDR4 RAM and two Intel Xeon
E5-2683 V4 CPUs (2.1 GHz with 16 cores/32 threads each). We evaluate the security
of S2-CANvy using one-hour real-world traces collected from four recent (2016-2019)
vehicles: Veh. A is a luxury mid-size sedan, Veh. B a compact crossover SUV, Veh.
C a full-size crossover SUV and Veh. D a full-size pickup truck. Veh. A, C and
D have at least two HS-CAN buses, both of which are routed out to the OBD-II
connector, whereas Veh. B has at least one HS-CAN and one MS-CAN, with only
the former being accessible via OBD-II. All raw CAN data was collected with the

OpenXC VI [2].
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3.8.2 Stage 0: Generating S2-CANTraces

The recorded traces from our four evaluation vehicles are in regular CAN-syntax.
To enable S2-CANcompliant communication, we have to process the one-hour traces
according to simulated handshake parameters and convert them inB2-CANsyntax.
First, we analyze the DBC le of the vehicle to determine the ECU nodes that are
present in the network, free space of each CAN ID payload, and group CAN IDs based
on the node that emits them since the handshake assigns the parameters on a per-
node basis. Then, we randomly assign each node a unique internala)0; Ngcy 1]
The counter of each node is also initialized to a random number in ranf@ 2!  1].
Third, we assign incrementing counter values for each CAN message. After specifying
values for the internal ID and counter of each CAN message, we XOR the two values
to obtain ¢, assign it to a free space in each CAN message (if possible) and nally OR
it with the original payload. In order to be compliant with S2-CANthe payload needs
to have at least 2 bytes of free space, but these do not have to be contiguous. We
removed CAN IDs from the trace that do not have the necessary free space. Finally,
we perform the byte-wise circular shift (CS) on each remaining message according to

the randomly generated encoding parameter.

3.8.3 Stage 1: Cracking the Encoding

First, the adversary can assume that the targeted CAN signal is two bytes or
less in size since this applies to most powertrain-related signals. In all four vehicles
the target signal is 13 bits long. Next, the attacker can brute-force the CAN trace
with each possible encoding for each of the 7 pairs of contiguous bytes in the CAN
message. Our encoding scheme has 8 possibilities for each byte, so without accounting
for duplicates, there are8 8 7 = 448 combinations an attacker must try. However,
because encodings for unconsidered bytes are set to zero, we can reduce this to 400

combinations by eliminating duplicates: One combination of all zero&, 8 = 56
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combinations where all but one byte are zero, and 7 7 = 343 combinations where all
but two contiguous bytes are zero. For each potential encoding, the attacker decodes
the trace and runs it through Phases 0 and 1 of the origindlibreCAN resulting

in a list of three-tuples (candidate CAN ID, encoding, normalized cross-correlation
score). The pairs with the highestX correlation scores X is a design parameter in
Sec. 3.8.5) can then be used in Stage 2. Note that we used multi-threading in this

stage to calculate up to 50 combinations simultaneously.

3.8.4 Stage 2: Authenticating Correctly

For the adversary to successfully spoof a message, they must be able to increment
the message counter to the correct value. This requires the knowledge of the position
of the counter bits within the message, the value of the counter, and the internal
ID. After determining the top X CAN IDs by correlation score from Stage 1, the
adversary can extract a subtrace consisting of only the messages for that candidate
CAN ID. With the subtrace in hand, the adversary calculates the frequency of bit
ips for each bit in the subtrace's messages, and matches these ip frequencies to
what frequency the bits of a counter should be. This is done using Algorithm 3. Note
that only the lowest blog,(trace length)c) bits of the counter can be determined, since

these are the only bits that are guaranteed to ip at least once.

Algorithm 3 Determine Counter Position

procedure match-frequency (flip _freqs;trace_len)
counter_length  min(16; blog, trace_ lenc)
counter_ positions ]
for i  counter_length to 1do
match argmin(fif 2 0 Yj:f 2 flip _fregsg)

append (counter_ positions; match)
return counter_ positions

After determining the position of the counter bits, the internal ID can be extracted.
To do this, the adversary compares consecutive messages in the subtrace, and sees

if one of the counter bits ips in the second message. If this occurs, the adversary
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knows the next lowest bit of the counter must have been a 1 in the rst message.
Then, to extract the internal ID, the adversary XORs the counter bit with 1. This is
repeated until all bits of the internal ID are known. This procedure is summarized in

Algorithm 4.

Algorithm 4  Determine Internal 1D

procedure calculate-int-id (counter_ pos; subtrace
c_length length (counter_pos
id_length  min(8;c_length 1)
int_id ]
offset c_length id_length
c_pos counter_podoffset : c_length]
prev._m get (subtrace;0)
for i Oto id_length 1do
for m 2 subtracedo
if m[c_podi]] 6 prev_mi[c_podi]] then
int_id[i] prev_mlc_podi+1]] 1

_break . .
return bits-to-integer  (int_id)

Now, after obtaining the position of the counter and the internal ID, the attacker
can spoof a message. First, they use the encoding determined in Stage 1 to decode
the latest message from the desired CAN ID. Next, the attacker replaces the value of
the signal they are spoo ng with their own fabricated value in that message. Before
re-encoding the message with, the attacker extracts the counter value from the
latest real-time message on the CAN bus, increments it by 1, and inserts it into their
new message. This spoofed message will then be injected through the adversary's

rogue node into the CAN bus and accepted by the respective receiver ECUs.

3.8.5 Di culty of Successful Cracking

The recorded traces of all evaluation vehicles were around 60 minutes long. We
integrated the above procedure intdibreCAN creating a new version of LibreCAN
namedLibreCAN+ and evaluated its success on those four traces using the ground

truth DBC les of each vehicle. The outcome is shown in the last column of Table 3.4.

92



The cracking success is dependent on nding the correct CAN ID and encoding in
Stage 1 (abbreviated at ST1 in the table) by picking the top candidate in the sorted
correlation list, as well as determining the correct internal ID (ID) and counter (cnt).
For Vehicles A, B and C, crackingS2-CANvith LibreCAN+works. Vehicle D already
failed in Stage 1 to determine the correct CAN ID for spoo ng the desired signal.
Furthermore, we wanted to analyze how a shorter recording would a ect this met-
ric. We re-ran all three stages with 5%, 10%, 25%, 50% and 75% of full trace length.
To avoid bias towards more city or highway driving, we calculated the precision for
all non-overlapping segments of this trace. As can be seen in Table 3.4, traces of 5%
and 10% length fail in most cases. We color-coded the table to indicate the number of
split traces cracked correctly. If all split traces can be cracked, we highlighted them
in color. Otherwise, if under 2/3 of split traces are unsuccessful, we highlighted

these in red, with the remaining portion colored in

Table 3.4: Cracking Success based on Trace Length (in %)
Trace Length 5 10 25 50 75 100

ST1
Veh. A ID
cnt
ST1
Veh. B ID
cnt
ST1
Veh. C ID
cnt
ST1
Veh. D ID
cnt

Table 3.4 only considers those candidates in Stage 1 with the highest correlation
score X = 1) that match the correct encoding and CAN ID as successful. In many
cases, we observed that the second-best candidate was ideal. As a result, we also

wanted to see if considering the toX = f2;3;5;10g candidates from Stage 1 would

93



lead to success in crackin§2-CAN If any of the candidates in the topX were correct,
we would mark ST1 for the respective vehicle and split trace as correct. Similar tables
for the aforementioned values oK are presented in Appendix B.1. Based on these,
we summarize the cracking performance for varying in Table 3.5. The values are
reported as average numbers over all four vehicles. Note that the color coding is
di erent from Table 3.4. Green cells indicate that the adjacenX value to its right

is identical and thus does not provide a performance improvement. We suggest using
at least a trace of 25% length (15 minutes) and consider the Top 3 candidates for

optimal brute-forcing success.

Table 3.5: Brute-Forcing Success for ToX Candidates
TL (%) Topl Top2 Top3 Top5 Top 10

10

25

50

75

100

3.8.6 Determining Session Cycle T

So far, we observed that brute-forcing2-CANsuccessfully is possible. The total
time t, required by an attacker to crackS2-CANs the sum of the passive recording

time t;, time tg; to crack the encoding in Stage 1, timéy, to determine the integrity
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parameters in Stage 2 and timé; to inject a well-formed CAN message on the CAN
bus:

ta =t + tsr + L2 + 1 ty + tst1t (3.5)

Our timing analysis shows that the time to determine the two integrity parameters
int_ID and cnt on the full trace (60 minutes) takes less than one second. The time
to inject the correct CAN message can also occur instantly with minimal network
delay from the workstation to the adversary's CAN node (e.g., an Arduino). Hence,

tst2 and t; are negligible and the main contributing factors are, and tg;.

Table 3.6: Timing analysis for full traces (minutes:seconds)
CAN ( LibreCAN) S2-CAN ( LibreCAN+)

Veh. A 0:27 10:33
Veh. B 0:36 18:32
Veh. C 0:26 10:42
Veh. D 0:26 10:52

As shown in Table 3.6, the total time stands at around, = 70 min for full traces
(i.e., t, = 60 min). Since our threat model stipulates that the attacker can also
physically tap into one specic CAN bus (and thus only has access to one bus), we
run LibreCAN+with messages from Bus 1 only. Unfortunately, due to architecture
speci cs of Vehicle B, all messages are logged on Bus 1, which makes the trace longer
and thus a ects cracking time. The attacker can only perform a CAN injection attack
on a bus equipped withS2-CANf the session cycld is larger thant, since with each
new handshake, new parameters will be generated and the attacker has to re-do the
entire attack. As a result, we can deens2-CANsecure if the following condition is
met:

ta tr + ts > T: (3.6)

In Sec. 3.8.5 an attacker was shown to succeed crackiBg-CANwvith less passive

recording timet,. Since less messages have to be processegd,will also be pro-
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portionally smaller. With the minimum recording time t.,, to have a successful
outcome, we can now set the maximum session cydlg.x. We already determined
that a trace length oft, = 15 minutes is su cient to succeed. The Top X consid-
eration does not a ect the timing since Stage 2's contribution is negligible. If the
attacker doesn't achieve the desired outcome (i.e., vehicle malfunction), they can re-
peat the process with the second and third candidates immediately. For Vehicles A,
C and D, ty; stands at less than 3 minutes and for Vehicle B at less than 5 minutes.

Hence, the maximum session cyclB,x will stand at 18-20 minutes.

3.9 Discussion and Conclusion

Based on the results from the previous section, we can guarantee tHa2-CAN
is secure if the cycle timel does not exceed 18-20 minutes. The experiments were
conducted on a machine with relatively good specs (see Sec. 3.8.1). Nevertheless,
a determined attacker can use an even more powerful setup to brute-foré8-CAN
faster. The feasibility of such an attack depends on the attacker's incentive, i.e.,
tradeo between monetary cost and dedication towards the outcome.

To be exible, an attacker could rent computational resources online. Both Ama-
zon and Google provide cloud computing resources called AWS EC2 [11] and Google
Cloud [35]. The main bottleneck of brute-forcing is the time required in Stage 1. Due
to multi-threading the combinations, these can be linearly scaled with multiple in-
stances. We obtained the cost of running a comparable instance to our experimental
setup on AWS. Their pricing calculator [13] suggested an on-demand hourly cost of
US$1.088 for an EC2 instance with 32 vCPUs and 64 GB RAM. In our experiments
from Sec. 3.8, the peak RAM usage stood at 16 GB, but with the con gured number
of cores, EC2 did not provide any smaller instance. To brute-forc®2-CANwith a
passive recording time, = 15 minutes in less than 20 seconds, 10 EC2 instances have

to be rented. This sums up to a monthly cost of $7,972.40 for the attacker. Given
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that the attacker only spendst, 15 minutes per attempt (if T > t,), they could
conduct 2880 attempts per month at an average cost of $2.77 and still fail,Tifis set
smaller than the minimum recording timet,m, . Although the actual cracking (i.e.,
tst1) can be sped uptrmin acts as a lower bound to the total attack timet, and thus
the attacker will have no chance of cracking2-CAN

Finally, we would like to brie y compare S2-CAI security with S-CANapproaches.
For instance, vatiCAN [132] discusses how long it would take to forge the SHA3-
HMAC which depends on the length of the MAC tag. On average, it requires
2MAC _Length 1 combinations to brute-force the MAC which is depicted in the last
column of Table 3.1. The authors mentioned that it would still take a day to brute-
force all combinations on a powerful in-vehicle ECU, but due to their nonce update
interval of 50ms (comparable to our session cycle), it would be impossible for the
attacker to calculate a correct HMAC. Although the same calculation cannot be di-
rectly applied to S2-CANdue to lack of MAC and changing position for each CAN
message, an online attacker (i.e., on an in-vehicle ECU) would requir%1 249
combinations to spoof the valid 2-byte integrity parameters which allows a fair com-
parison with the other numbers in Table 3.1. Given modern GPUs' capabilities [68]
(also considering advances since this paper's publication), an attacker with similar
cost assumptions from above could brute-forc82-CANn multiple hours due to its
49-bit entropy. Such an attacker would still fail if T,ax 15 minutes.

In this thesis chapter, we have develope82-CANoy making a trade-o between
performance and security, and veri ed its performance on Arduinos mimicking real
ECUs on a CAN bus. with regards to multiple metrics. It performs better for all
metrics than each surveye®&-CANapproach, especially reducing E2E latency. Then,
we have tried to brute-forceS2-CANvy using a modi ed version of the existing CAN
reverse-engineering todLibreCAN Although the total attack time can be minimized

to roughly 15 minutes, by setting the session cycle properly, our approach is deemed
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secure. Due to both favorable performance and practically acceptable security guar-
antees, we envisior82-CANo nally be a compelling and practical security solution

for OEMs to be deployed in their vehicles in the near future.
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CHAPTER IV

MichiCAN: Practical Spoo ng and DoS Protection

for the Controller Area Network

4.1 Introduction

The Controller Area Network (CAN) has been thede factoin-vehicle network
(IVN) protocol for over three decades. It connects various in-car computers called
Electronic Control Units (ECUs) and allows them to exchange information with
each other. CAN was designed in the 1980s without security in mind and its vulner-
abilities have started to get exploited in the past decade [58, 86, 109]. Researchers
soon started to develop countermeasures to provide the security propertiescoh -
dentiality, authenticity, integrity and availability. All tra ¢ in the standard CAN is
in plain text, there are no provisions of sender or message authentication, and CAN
is highly susceptible to availability attacks, such as Denial-of-Service (DoS).

Most CAN security research has focused on authentication. There are a myriad
of publications on the prevention of CAN spoo ng attacks [88, 111, 132, 177]. They
all use Message Authentication Codes (MACSs) to provide message integrity. Further-
more, Bozdalet al. [53] show how an encrypted CAN payload can prevent sning
attacks. All these schemes use cryptography which imposes very heavy computation

loads on resource-constrained ECUs and incurs a signi cant computation delay. Fur-
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thermore, some standardization for secure on-board communication is provided by
the AUTomotive Open System ARchitecture (AUTOSAR) consortium [30], although
it mainly deals with integrity, authenticity and con dentiality protection.

The easiest and thus riskiest CAN availability attack is Denial-of-Service (DoS).
DoS attacks target the CAN message identi er (CAN ID) by injecting CAN messages
with low CAN IDs. Since CAN is a multi-master broadcast protocol and lower CAN
IDs indicate higher priority, they will always win arbitration and be allowed to trans-
mit before higher ID messages on the CAN bus. By continuously sending CAN
messages with a low ID, higher ID messages will always lose arbitration and thus
becomeunavailableon the CAN bus. Attackers can choose to make the transmission
of all ECUs unavailable ¢raditional DoS) or selectively choose which ECUs to silence
(targeted DoS). In the most powerful DoS attack the traditional DoS an attacker
continuously injects CAN messages with ID 0x0 and blocks other ECUs' communica-
tions on CAN. The major impact of a DoS attack could be safety-critical, especially
when the vehicle can no longer perform certain powertrain control functions. How-
ever, vehicles implement dimp mode which still allows certain safety-critical ECUs
to work with limited functionality in the event of losing CAN communication [121].
Another impact of a DoS attack could beaansomwarewhich is nancially motivated.

A targeted DoS attack can shut down ECUs with a high CAN ID (and thus lower
priority). This would mostly a ect convenience features such as remote keyless entry
(RKE) or advanced driver assistance systems (ADAS). In modern vehicles, the loss
of RKE could also prevent anti-theft systems from being disengaged and the car from
being started. The victim would either need to pay ransom to the attacker or take
their car to the dealership to reset/re ash the a ected ECU(s), which will cost time
and money.

As mentioned earlier, there have been a very few DoS countermeasures proposed

thus far to detect and possibly prevent DoS attacks (see Table 4.1). But all of them
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Table 4.1: Comparison of countermeasures against CAN DoS

IDS [133], Parrot+ CANSentry

[95, 99] [67] [96] MichiCAN
gi%(;va?t:gility 3 3 7 3
cR:ZSLg:ﬂnt; 7 7 7 3
Sgﬁmﬁ?d on None Very High Negligible  Negligible
E:;ep:/aet:]iﬂg/n 7 3 3 3

come with their own limitations, such as lack of backward compatibility and real-time
capability, as well as heavy CAN tra c overhead.

No backward compatibility. Ideally, the countermeasure against DoS attacks
should be based on software. Any additional hardware or modi cations of existing
hardware are not backward compatible to existing cars. OEMs and the entire supply
chain would have to produce or modify their products to add this countermeasure
which is not viable forcostreasons. For instance, CANSentry [96] is a hardware-based
message rewall that can defend against various spoo ng and DoS attacks. However,
CANSentry introduces a stand-alone device deployed between a high-risk ECU (i.e.,
ECU with the highest risk to be compromised) and the CAN bus which limits its
backward compatibility.

No real-time capability. Since DoS attacks may impact people's safety, they
have to be detected and prevented as quickly as possible, preferably in real time. Our
surveyed Intrusion Detection System (IDS) mechanisms [95, 99, 133] are incapable
of real-time detection of attacks. CANSentry [96] incurs an additional propagation
time because the intermediate hardware must both decode and re-encode the message
before passing it to the main bus. Parrot [67] is a distributed spoo ng detection and
prevention framework where each ECU is responsible for monitoring the bus to detect

frames with its own CAN ID. If a CAN message with the same CAN ID that is not
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sent by the ECU itself is detected on the CAN bus, Parrot will launch a counterattack
to shut down the attacking ECU in a CAN protocol-compliant way, calledbus-o .
However, it incurs an additional delay in launching a counterattack (i.e., bus-o time)
because it only starts destroying an attacker message after its second instance, with
the rst instance required for detection. Note that Parrot was not designed as a DoS
prevention tool, but can e ectively be used as such. In this case, ECUs will not only
mark their own CAN ID as malicious, but also CAN IDs which are lower than their
own.

Tra ¢ overhead on network. The bus load of CAN represents how busy the
bus is at any given time. To avoid the di culty/problem of scheduling messages (with
safety-critical implications), the bus load must be kept as low as possible, with 30%
being a recommended upper bound [15]. When Parrot launches the counterattack, it
needs to start at the exact same time as the second instance of the attacker's CAN
message. As a result, Parrotoods the CAN bus with counterattack messages to
collide with the attacker's CAN messages in a brute-force fashion. The bus load can
reach up to 100% during those times, limiting/prohibiting the adoption of Parrot in
real production vehicles.

Eradication. Just detecting a DoS attack is not helpful as all subsequent com-
munications will be halted. It is imperative to counter/neutralize the DoS attack.
This is especially important due to possibly safety-critical consequences of a DoS
attack. IDSes usually detect DoS attacks, but do not have any means to eradicate
them. Furthermore, even their detection capabilities can be questionable since most
IDSes are, in general, centralized and susceptible to a single point of failure.

To overcome/remedy all these limitations, we propos#lichiCAN a distributed
software solution that can run on every modern ECU. It does not only detect DoS
attacks, but can also be used for spoo ng prevention, such as the original Parrot [67].

Each ECU equipped withMichiCANstores a list of legitimate CAN IDs from the set
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E of all participating ECUs in the IVN. A CAN node ECU; 2 E can detect a spoo ng
attack if their own CAN ID is transmitted by another node. ECU; can also mark

a message with a CAN ID lower than its own as a DoS attack on ECUs generating
lower-priority messages than itself, i.e., other lower legitimate CAN IDs originating
from other ECUs stored in the list are not a ected. After marking the incoming CAN
message as malicioug CU; will start a counterattack. Using weaknesses in the CAN
error handling mechanism, it will eventually force the attacking ECU intdous-o , thus
stopping the ECU from transmitting or receiving any CAN messages. Forcing ECUs
into bus-o state is not new as previous work [60] has shown. In fact, there is a growing
literature on bus-o attacks to silence legitimate ECUs [128, 135] which leverage the
aforementioned vulnerabilities in CAN's error handling. The main challenge in busing
0 an attacker is the timing of counterattack. Since the application software can only
send and receive complete CAN frames, the protecting ECU needs to knprecisely
whento start the counterattack so its message can exactly overlap with the attacker's
CAN message. This was a major limitation of Parrot [67], as well as others, such as
the one proposed by Chet al. [60]. In contrast, MichiCANIs leveraging the integrated
CAN controller of modern ECUs which allows the application software to gain direct
read/write access to each individual bit of a CAN frame. This technique is called
bit banging As a result, MichiCANwill always be correctly synchronized to the bus
and can start the counterattack at any given time, without having to ood the bus to
acquire the correct start time. As a result, we will not have to ood the bus like Parrot
without increasing the bus load. Furthermore, by sampling the CAN ID bit-by-bit,
we will also be able to detect a spoo ng or DoS attack before the end of the 11-
bit CAN ID eld in most cases. This will allow us to launch the counterattack much
faster, thus reducing the required bus-o time for the attacking ECU. By reducing the
overhead on the CAN bus in regards to the aforementioned metridglichiCANis the

rst DoS prevention solution that is practical and usable by OEMs. Unfortunately,
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the added software logic comes at the expense of additional CPU cycles on the ECUSs.
We will show through our extensive evaluations how this overhead can be minimized

and why this trade-o is still favorable to OEMs.

4.2 Background

Please refer to Sec. 1.2 for a primer on the CAN bus.

4.2.1 CAN Error Handling

CAN communication follows speci ¢ error-handling rules. There are 5 CAN error
types: (i) bit monitoring, (ii) bit stung, (iii) frame check, (iv) acknowledgment
check, and (v) cyclic redundancy check. For our purposes, we focus on the rst two.
A bit monitoring error occurs if the bit read on the CAN bus by an ECU is di erent
from the bit level that it has written. Obviously, no bit errors are raised during the
arbitration process. Abit stung error is caused by 6 consecutive bits of the same
level. According to the CAN protocol speci cation, when 5 consecutive bits of the
same level have been transmitted by a node, it will pad a sixth bit of the opposite
level to the outgoing bit stream. The receiving ECUs will remove this sixth bit before
passing it to the application.

Each ECU on the CAN bus has aransmit error counter (TEC) and a receive
error counter (REC). In this thesis chapter, we focus mainly on transmission errors.
A transmission error occurs when a transmitting ECU observes an error frame sent
by a di erent ECU during its transmission of a CAN message on the bus. In such
a case, a CAN-compliant node will do one of two things depending on the current
value of its TEC. Each ECU starts in the error-active state When the counter is
between 0 and 127 (in the error-active state), the node that detects the error will
transmit an active error ag consisting of 6 dominant (logical 0) bits followed by

8 recessive (logical 1) bits as an indication to all other nodes that the transmitted
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frame had an error and should be ignored. If the node's TEC is in therror-passive
state (when the TEC exceeds 127), it will transmit apassive error ag consisting of

14 recessive bits. Note that the passive error does not destroy other bus tra c, and
hence the other nodes will not hear complaint about bus errors. In both cases, the
node will increment its TEC by 8 and then retransmit the message. The minimum
separation between the original transmission and retransmission are 11 recessive bits
(8 bits from error ag + 3 bits from IFS) in the error-active state and 25 recessive
bits (14 bits from error ag + 3 bits from IFS + 8 bits from additional transmission
suspension) in the error-passive state. When the TEC reaches 256, the node enters
bus-o mode and will no longer participate in CAN tra c activities. According to

the CAN protocol, a device in bus-o mode is allowed to recover into the error-active
state after observing at least 128 instances of 11 recessive bits on the bus. The state

diagram is depicted in Fig. 4.1.

Figure 4.1:. State diagram for CAN error handling
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4.2.2 CAN Hardware

We will henceforth refer to ECUs connected to CAN simply a8AN nodes A CAN
node is usually composed of three main components: Microcontroller Unit (MCU),
CAN controller, and CAN transceiver. MCU executes the application whereas the lat-
ter two are integral components of CAN bus communication. However, the controller
and the transceiver have di erent responsibilities as they are located in di erent layers
of the OSI stack.

CAN Controllers  operate on thedata link layer and take certain information
about a CAN message (i.e., CAN ID, DLC, Data) from the application in the MCU
and build a complete CAN frame (e ectively a digital bitstream) as described in
Sec. 1.2.1. Each CAN controller has two interfaces to the lowphysical layer namely
CAN_TX and CAN_RX. Outbound data that will be sent on the CAN bus will be
written to CAN_TX and inbound data that is read from the CAN bus will be on
CAN_RX. Furthermore, the CAN controller implements the core logic of the CAN
protocol such as error handling. It is also responsible for adding and removing stu
bits.

CAN Transceivers , also known as CAN PHYs, operate on th@hysical layer
They are responsible for translating digital bitstreams from CAN_TX to an analog
voltage (in the 0-5V range) and generating a bitstream from the analog voltage for
CAN_RX. CAN uses dierential voltage signaling using two levels CAN_H and
CAN_L. For instance, a high-speed CAN transceiver (which we use in this chapter)
interprets a di erential voltage (i.e.,JCAN _H CAN _Lj)ofupto 0.5V as arecessive
bit, while a di erential voltage that exceeds 0.9V is considered as a dominant bit.

In the last decade, the internal design of CAN nodes had been gradually chang-
ing (apart from better speci cations, such as CPU and memory). An overview of
this evolution is depicted in Fig. 4.2. In early CAN nodes (A), the MCU, CAN con-

troller and transceiver were separate chips, such as Microchip's MCP2515 [36] and
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MCP2551 [37]. The MCU/application would send and receive CAN frames from the
controller via SPI. Such a CAN node could be recreated by an Arduino Uno with a
CAN bus shield [197] that includes both the transceiver and the controller. In recent
years (CAN Node B), the CAN controller and the transceiver are found combined in
a single chip. One example for this is the popular MCP25625 [38]. The main driver
behind this integration is the reduction of cost and physical space. The MCU inter-
acts with the combined/integrated chip via SPI, just like in CAN Node A. The main
novelty lies in CAN Node C which represents novel ECUs. It consists of an MCU
with an integrated/on-chip CAN controller. The latter are embedded in MCUs and
allow memory-mapped access to CAN bus functions. In many MCUSs, this involves
access to interpreted CAN data, con guration of Iters, and access to interrupts on
arrival of new messages. Further, MCUs tend to allow the user to multiplex the pins
within the hardware at run-time, e.g., allowing the application software to directly
read and write each bit of the CAN_RX and CAN_TX lines. In Nodes A and B,
the application could only pass certain CAN message elds such as CAN ID, DLC
and data to the CAN controller which would be responsible for generating a complete
CAN frame. The application could also only process the data from an incoming CAN
message after successful receipt of the entire fram®ichiCANexploits the MCUs
with integrated CAN controllers to detect and prevent DoS attacks as fast as possi-
ble (see Sec. 4.4). On-chip CAN controllers are already widely used by major ECU
manufacturers such as NXP, ST or Renesas [17, 19, 41]. One example of an MCU
with integrated CAN controller is the Renesas V850ES/FJ3 MCU [41] which was

even used in the infamous Jeep hack [86] in 2015.

4.3 Threat Model

Due to the CAN's lack of security support, its attack landscape is wide and ex-

tensive [53]. As brie y discussed in the Introduction, an adversary can have di erent
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Figure 4.2: Evolution of CAN hardware in ECUs

(e.g., safety-critical or monetary) incentives for attacking the CAN bus of a vehi-
cle. These incentives can be fullled by a CAN injection attack which has always
been the nal step of any attack seen/reported during the last decade, irrespective
of its sophistication level. The attacker can either have physical access to the CAN
bus [58, 109] (through the OBD-II port inside the vehicle) or remotely compromise an
ECU [86] (e.g., the infotainment ECU which has wireless connections to the outside).
Although physical access to the vehicle might sound like an infeasible attack vector,
recent research [185] has shown that remote attacks can also be caused by exploiting
vulnerabilities in wireless OBD-II dongles. Many commercial OBD-Il dongles feature
Wi-Fi or cellular capabilities which open a new over-the-air attack surface. A one-
time physical access to the vehicle would be su cient to gain remote connection to
the CAN bus. For instance, passenger vehicles are left unattended for valet parking.
A malicious valet can install such a wireless dongle in the vehicle which will very likely
go undetected by the victim or the vehicle owner due to its small size and di cult-
to- nd location, usually under the steering wheel column. In any case, the attacker
needs to inject a well-formed CAN message to the in-vehicle network to achieve a

visible/perceivable outcome, e.g., accelerating the car without any legitimate driver's
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input. Cho et al. [61] described the following three possible CAN injection attacks:
fabrication, suspension, and masquerading

Fabrication attacks allow the adversary to fabricate and inject CAN messages
with a legitimate CAN ID, but with arbitrary data. Since there is not any means of
authentication on CAN, other ECUs on the CAN bus will not know if the source of
this message is legitimate or malicious. This is the weakest form of CAN injection
attack and can be considered a basgpoo ng attack In case the attacker attaches
their attacking node to the CAN bus (instead of having remotely compromised a legit-
imate ECU), the legitimate ECUs will keep transmitting, and the adversary needs to
transmit fabricated CAN messages at a higher frequency to override the data of CAN
messages from legitimate ECUs. We refer to this adversary asexternal attacker. In
case an ECU has been compromised remotely (such as in the Jeep hack), the attacker
has full control over that ECU and can transmit a CAN message with the original/-
genuine CAN ID, but with malicious payload. This adversary is called amternal
attacker. Although shown to work, remote ECU compromises require signi cant ef-
fort to achieve CAN bus access and cannot be thwarted by current state-of-the-art
defenses [139]. Technically, there is no possible way to distinguish a compromised
ECU from a legitimate one by purely monitoring the CAN bus. Good security prac-
tices, such as ECU hardening and network segmentation on the gateway [140], should
be followed to make remote compromises more di cult.

Suspension attacks on the victim ECU prevent its transmission of legitimate
CAN messages by "silencing" it and are e ectivelyDoS attacks According to [133],
there are three types of DoS attacks on CAN budraditional, random, and targeted
Traditional attacks use the lowest possible priority CAN IDs (0x0) to always win
arbitration and silenceall ECUs on the CAN bus. Random attacks send messages
with a random CAN ID ranging from 0xO to the highest legitimate CAN ID in the

IVN. Targeted DoS attacks only send messages with a constant, targeted CAN ID.
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Random and targeted DoS attacks are very similar by silencing only a subset of ECUs
since CAN messages with lower message IDs will still be able to win arbitration. In
what follows, we will focus on targeted and traditional DoS attacks. Fig. 4.3 illustrates
these two types of DoS attacks. In contrast to fabrication attacks, DoS attacks can
be detected on the network even if the adversary is an internal attacker due to its use

of di erent CAN IDs.

(a) Traditional DoS (b) Targeted DoS

Figure 4.3: Di erent types of DoS attacks [133]

Masquerade attacks combine both of the above attacks by rst suspending a
legitimate ECU's CAN broadcast and then fabricating its data eld. It shows why
preventing DoS attacks is of utmost importance for a secure CAN bus.

As discussed in the IntroductionMichiCANcan both detect and prevent spoo ng
(in the case of an external attacker) as well as DoS attacks (for both internal and
external attackers). As a result,MichiCANprovides protection against all types of
CAN injection attacks that are feasible at the time of this writing. We assume that
the adversary is operating within the CAN protocol which is a necessary pre-requisite
for any countermeasure to work. For instance, an attacker that does not adhere to

the CAN error-handling mechanism can never be con ned to the bus-o state.

4.4 System Design

MichiCANoperates in ve phases:Initial Con guration is done oine and only

once by the OEM at the time of vehicle manufacturingSynchronization and Detec-
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tion are performed for each received CAN message, wher@as Multiplexing and
Prevention phases get engaged only if an incoming CAN message is malicious, i.e., a

spoo ng or DoS attack. Below we detail these ve phases.

(a) Spoo ng (b) Denial-of-Service (c) Miscellaneous

Figure 4.4. Attack Variants

4.4.1 Initial Con guration

As brie y discussed in the Introduction, MichiCANis a distributed solution and
needs to be implemented on every ECU on the IVN. Suppose there &eECUs on

the IVN, all of which are equipped with integrated CAN controllers as described in

loss of generality, assuming that each ECU transmits one unique CAN IECU; 2 E
is equal to its CAN ID. As restrictive as this may soundMichiCANalso generalizes
to ECUs transmitting more than one CAN ID, as long as the same CAN IDs are not
transmitted by any other node which has been followed in all production vehicles.
For an easier understanding, we will henceforth stick to the above assumption and
nomenclature. In this ordered list of ECUsECU; would have the lowest CAN ID
and thus the highest priority, whereassCUy has the highest CAN ID and the lowest
priority.

Similar to Parrot, ECU; 2 E detects a spoo ng attack (see Fig. 4.4a) if it observes
a CAN message with CAN IDECU, (injected by the adversary) that is equal to
ECU;'s:

De nition IV.1  (Spoo ng Attack). ECU; = ECU,.
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ECU; detects a DoS attack (see Fig. 4.4b) if it observes a message with a lower
CAN ID ECU, than its own ID that does not originate from any other legitimate

ECU:

De nition IV.2  (DoS Attack). ECUy <ECU;;ECU, 2 ENECU; 8] 2 [I;N]*i 6
j.

For instance, if there areN = 2 ECUs in the IVN with E = f0x005 Ox00F g,
the ECU transmitting CAN ID OxO00F will detect all CAN IDs between 0x000 to
0x004 and 0x006 to OxO0F (including its own which would be a spoo ng attack) as
malicious. It cannot make a detection decision for CAN ID 0x005 since it can be a
legitimate transmission from the other ECU. Only the ECU transmitting CAN ID
0x005 can decide whether a message on the CAN bus with its own ID is legitimate
or not.

Last but not least, an attacker can inject a message with CAN IIECU, higher
than ECUy which is equal to the highest CAN ID in the IVN (see Fig. 4.4c). This

is called amiscellaneous attack
De nition 1V.3 (Miscellaneous Attack) ECU, > ECU .

If the attacker injects this message at the same time as another CAN message,
it will lose arbitration. If the message is injected duringbus idle i.e., when there
are no other CAN messages transmitted on the bus, the attacker will naturally win
arbitration and broadcast its message. Since no other ECUs know (or listen to)
this CAN 1D, there will be no perceivable impact on the vehicle's operation. The
only drawback is that a higher-priority CAN message (with a lower CAN ID) will
need to wait until the attacker's message has completed transmission. Given that an
average CAN frame consists of 125bits, the blocking time at a 500kBit/s bus speed is
250 s. The higher-priority message which has been bu ered by the legitimate ECU

will then start transmitting its message after 11 recessive bits on the bus. Even if the
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attacker repeats its attack and nds a suitable bus-idle time, the maximum blocking
delay for the legitimate ECU is much smaller than the deadline for safety-critical
CAN messages which stands around 10ms [71]. As a result, miscellaneous attacks
can never shut down legitimate CAN communications and thus do not pose a serious
threat to the CAN bus. Thus, we will focus on spoo ng and DoS attacks from the
previous de nitions. EachMichiCANequippedECU; 2 E needs to store theletection

rangesD of CAN IDs that it needs to mark as malicious:

De nition IV.4  (Detection RangeD). D=fj jO | ECU;~j 6 ECU" 0

k<ig.

Since integrated CAN controllers allow direct read access to every bit of the in-
coming CAN frameC during its transmission, the detection range® can be encoded
as a nite state machine (FSM). In e ect, the FSM is a binary tree since each bit
transition can be either 0 or 1. The root of the tree is the start-of-frame (SOF) bit
since the 11-bit CAN ID C = c¢yjj:::jjcio will immediately follow that bit. The FSM is
run for each bit individually and needs to traverse all 11 bits only in the worst case.
If a decision can be made after 11-th bit or earlier, it will terminate sinc€ 2 D
and set the malicious ag to true. Alternatively, if C 2Z D, the FSM will set the
aforementioned ag to false.

This initial con guration phase is done o ine only once by the OEM or Tier-1 sup-
pliers during the development of the vehicle. The FSMs are generated in four stages as
detailed below. Each generated FSM is unique for one particul&@CU; and will then
be added to the corresponding ECU's source code. To better illustrate and explain the
respective stages, let us consider an example with= f 0x10Q 0x101; 0x11Q 0x15Qy.
Table 4.2 provides the CAN IDs' binary and decimal representations as well. Below
we will use allECU; 2 E as a binary 11-bit string. We further de ne ECU;; with
i 2 [L;N]andj 2 [0;10] to address each respective bit of the CAN ID, whilg = 0

indicates the most signi cant bit (MSB).
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Table 4.2: Example IVN Con guration

ECU; Hex Binary Decimal

ECU; 0x100 001 0000 0000 256
ECU, 0x101 001 0000 0001 257
ECU; 0x110 001 0001 0000 272
ECU, 0x150 001 0101 0000 336

Stage 1. Find Globally Malicious Bits. Theoretically, up to 2,048 CAN IDs
can be encoded with an 11-bit message identi er. A typical size & i.e., used
CAN IDs in an IVN usually does not exceed 200 (see Sec. 4.5). Over 1,800 CAN
IDs or 90% of E remain unassigned. As a result, certain bitsj in CAN IDs
ECU;; 2 E may stay constant. We call this bitj globally malicious(GM) since the
opposite value at that speci ¢ bit position of an incoming CAN IDC (i.e., ¢;) would
immediately indicate that C 2 D. For each bitj, we de ne a variableGM; and set

it to true only if the bit j is globally malicious:

GM; =: [ ECUy: (4.1)

Looking at the example from Table 4.2GMy = GM; = GM,; = GM3 = GMj5 =
GM; = GMg = GMg = 1. Fig. 4.5 shows the binary tree for our example (globally
malicious bits labeled as GM). The depth of the tree for 11-bit CAN IDs is 11. Due
to the small size of this example, there are several GM bits. In reality, with a growing
JEj, the number of GM bits will drop, often to zero. Nevertheless, this stage is very
e cient in terminating the FSM as early as possible in the presence of GM bits. This
will reduce detection latency and CPU overhead on the ECU since it need not run the
FSM for the less signi cant bits. In Fig. 4.5, all branches below a GM bit get pruned.
The algorithm for marking GM bits is described in Algorithm 7 (see Appendix C.1).
Stage 2: ldentify Malicious Outliers. All 8 unpruned leaf nodesL 2 L are

potentially non-maliciousCAN IDs. Since our example only has 4 legitimate CAN IDs
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(0) [1-6m] (0) [1-GMm]

(0) © (0] ©
(0) [1-em] (0) [1-om] (0) [1-eMm] (0) [1-oMm]
(0) [1-6m](0) [1-6M] (0) [1-GM] (0) 1-GM

(0) [t-em] (o) [1-6M] (0) [1-6M] (0) [1-GM]

© » 0 ® 0 o o ®

Figure 4.5: Example binary tree

ECU; 2 E L, the other 4 outliers O 2 LnE need to be removed in the next stage.
In the example of Fig. 4.5, these outliers are highlighted in yellow. As mentioned
before, four leaf nodes, namely 0x111, 0x140, 0x141 and 0x151, are outliers. In the
next stage, we will generate local pre xes to remove these outliers. The algorithm for
identifying malicious outliers is described in Algorithm 8 (see Appendix C.1).

Stage 3: Generate Local Pre xes. A straightforward and intuitive way to
remove outliers is to parse all 11 bits of the CAN ID and set the malicious ag to
true for them. In the above example, we only have 4 outliers which can be much
larger in an IVN with more ECUs. Hence, the FSM would become very large and
computationally heavy. It would also increase the detection latency since the entire
CAN ID has to be parsed. If we can guarantee an outlier aftgrbits, we can terminate
the FSM at that bit position and set the malicious ag to true. The bit sequence

of the outlier's CAN ID up to that bit position p is calledlocal pre x, denoted as
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OP = ogjj::jjop. Itis the minimum bit sequence that needs to be parsed to distinguish
the outlier O from a truly non-malicious CAN ID ECU; 2 E. The bit position p for
an outlier O can be calculated by logically XORing the bit sequence & with ECU;.
Bits that match will generate a 0 as the result of the XOR operation and the rst bit
that is di erent will yield a 1. At the rst occurrence of 1, we can nally distinguish

O from ECU;. To account for the worst case, we need to repeat with eveBCU; 2 E

and choose the latest occurrence as the minimum bit positign

p=11 log,(min(g ECU;));8ECU; 2 E: (4.2)

In our example, 0x111, 0x140, 0x141 and 0x151 were the outliers. Logically XORing
the rst outlier, Ox111 with every ECU; 2 E shows that the largest bit sequence until

a logic 1 appears is with CAN ID 0x110. As a result, the local pre x for outlier Ox111
will be O = 00100010001and all p = 11 bits need to be checked for setting the
malicious ag to true. The same applies to outlier 0x151. For the other two outliers,
both local pre xes evaluate toO’ = 0010100and a decision can be made early at
p = 7. The procedure for generating local pre xes is described in Algorithm 9 (in
Appendix C.1).

Stage 4: Generate FSM Code. In the last step, we take the GM bits and
local pre xes from previous stages and generate the FSM. The C++ code for the
example from Table 4.2 is provided in Listing C.1 (in Appendix C.1). The code is
speci cally generated to be uploaded t& CU,4 with CAN ID 0x150 from our example.
As discussed before, miscellaneous attacks will be ignored (lines 7-9) and spoo ng
attacks detected (lines 10-13). Next, the logic from the previous stages is used to
generate the if-statements for DoS attack detection. The rst comparisons are made
for GM bits (lines 14-45) since they can cover a wide range of CAN IDs in the detection

range. The last three if-statements cover local pre xes (lines 46-57). The generated
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FSM code for anothelECU; 2 E only di ers between lines 7-13. The state value needs
to be changed to the decimal representation of each respect€U;. The procedure
for generating the FSM code is described in Algorithm 10 (see Appendix C.1).
Alternative FSM Generation. The generated FSM gets larger with the num-
ber of GM bits or local pre xes as more if-statements will be added to its code and
thus increase its complexity. We analyzed the complexity of FSMs with di erent IVN
sizesjEj in Sec. 4.5.2. Since the complexity of the FSM will have an e ect on the re-
quired CPU cycles, we want to minimize the number of if-statements in the generated
code. Currently, eachECU; 2 E will detect both spoo ng and DoS attacks. This
enhances reliability and robustness since ea@hCU; will detect a malicious trans-
mission simultaneously. This is very bene cial in case legitimate ECUs fail. Even if
JEj 1 ECUs fail (which is highly unlikely), one ECU can still detect the attack.
Alternatively, if the IVN is composed of a large number of ECUs, we can spli&
equally into two subsetsE; and E, of size‘%j each, with the former subset containing
the lower half of CAN IDs and the latter the upper half. E; will run the above-
described procedure. In contrastE; will only detect spoo ng attacks (on their own
respective CAN IDs). The FSM code can be truncated to lines 1-13 in this case.
The advantage of this approach is that the lower half of CAN IDs (which are higher-
priority and usually more safety-critical) will execute the FSM very fast which incurs
lower computational overhead to those ECUs. Nevertheless, the network will still be
protected from DoS attacks since all ECUs irkE, will still run the DoS protection
routine. We de ne this as alight scenarig whereas every ECU running the original

FSM (including spoo ng and DoS protection) is calledull scenario.

4.4.2 Pin Multiplexing

As mentioned before, modern ECUs/MCUs are equipped with an integrated CAN

controller. The CAN transceiver (also calledCAN PHY ) is a standalone chip that
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converts the analog CAN_H and CAN_L di erential voltage to a digital bitstream
(CAN_TX/CAN_RX), and vice versa. MCUs interface outside/peripheral compo-
nents using their peripheral 1/0 (PIO) controller. Broadly speaking, there are two
categories of PIO pins:System 1/0O (SIO) and general-purpose /O (GPIO). For in-
stance, an ECU features SIO pins to connect to the CAN PHY. By default, these
pins are usually only read by the CAN controller (a system component of the MCU
package) since the application software does not need access to this low-level bit-
stream. The application can interact with peripheral 1/0 using its GPIO pins. Nev-
ertheless, the PIO controllers of modern MCUs have multiplexing capabilities which
allow a GPIO pin to be multiplexed to a SIO pin. As a result, the PIO controller
can be con gured such that the ECU's application software has direct access to the
CAN_TX/CAN_RX lines, which, in turn, allows the ECU to directly read and write
every single bit on the CAN bus. Pin multiplexing is depicted in Fig. 4.6.

Pin multiplexing can be con gured dynamically in software, i.e., can be done once
at boot time or anytime while the MCU is running. MichiCANrequires read access to
the CAN_RX line once booted up, but write access to CAN_TX only when it starts a
counterattack. After the counterattack has been completedvlichiCANwill deactivate
the multiplexing. Pulling the CAN bus low after the counterattack would destroy all
tra c on the CAN bus and pulling it high would cause issues with non-malicious CAN
messages, as each CAN controller has to acknowledge the receipt of a well-formed
CAN message by writing a dominant bit to the ACK bit in the CAN trailer. If the
CAN_TX pin multiplexing is still active, the MCU would have to continue sampling
until the trailer (at the end of the CAN frame!) and correctly insert a dominant bit

at the correct bit time, unnecessarily increasing the computational cost.
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Figure 4.6: Pin multiplexing. Straight lines depict connections to SIO pins, but can
be multiplexed to GPIO pins (dashed lines).

4.4.3 Synchronization

All ECUs on the CAN bus have their own clock and need to be synchronized
to sample the bus reliably and correctly. This is especially important during the
arbitration phase when each ECU competes for transmission. A discrepancy between
ECUs' clocks would result in errors which need to be avoided if possible. Since all
ECUs operate on the same bus speed (e.g., 500 kBit/s), theiominal bit time is
xed (e.g., 2 s). During that bit time, either a logical 0 or 1 will be observed by all
ECUs on their CAN_RX pin. Due to bit transitions (e.g., from 1 to 0) and hardware
imperfections, sampling the bit right at the beginning of the bit time might result
in sampling a wrong logical value. To avoid this problem, CAN controllers usually
sample the bit at 70% within the nominal bit time. Fig. 4.7 depicts how a nominal
bit time is split into 10 time quantas (TQ) and indicated the desired sampling point.
CAN controllers continuously re-synchronize due to oscillator/clock drifts. A hard

synchronization is done at each start-of-frame (SOF) bit, i.e., when a transition from
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1 to O occurs after at least 11 recessive bits during the idle bus.

Figure 4.7: CAN bit timing

MichiCANhas to replicate the synchronization process in software since we are
circumventing the CAN controller. One simple way is to trigger timer interrupts
every bit time (e.g., 2 s) and then read in the value from CAN_RX. However, there
are two issues with this straightforward approach: (i) we cannot guaranteghereeach
bit is sampled and (ii) due to oscillator drift of the clock that the timer interrupts
use, the interrupts will not be triggered at the same location within each bit time. To
overcome this, we introduce an additionagxternal interrupt that will be triggered at
each SOF, indicated by a bit transition from 1 to O after at least 11 recessive bits. At
this point, we can restart the main timer interrupt to trigger at 70% of the nominal
bit time. For a 500kBit/s CAN bus, the timer interrupt would rst activate after
1.4 s. Since we also reset the FSM and some other counter variables at the beginning
of each CAN frame (which takes a constant number of clock cycles), we need to
account for this when we restart the timer interrupts. As a result, we will rst trigger
the interrupt at a constant delta (called fudge factor less than 1.4s. This can be
determined empirically since the required clock cycles (and thus execution time) for
the fudge factor will always be constant. Since we already know that the current bit
is the SOF, we can just skip this bit and restart the timer interrupts for the rst bit
of the CAN ID. When we execute the main interrupt handler for the rst time (i.e.,
during the rst bit of the CAN ID), we will disable the interrupt timer and restart

it to trigger every 2 s since there will be no additional operations (such as resetting
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the FSM).

4.4.4 Detection

Since the CAN_RX can be read directly and we are properly synchronized to the
CAN bus, MichiCANcan start with the detection routine. The latter is described in
the rst half of Algorithm 5. The main interrupt handler will trigger for the rst time
at the rst bit of the CAN ID. At the very beginning of the interrupt handler, we
read the bit from CAN_RX. Since we are using a PIO controller for pin multiplexing,
we can directly read the value of CAN_RX from the MCU's registers (line 2). This
avoids using an external read function from the MCU's libraries which would add
unnecessary computational overhead. Then, we increment a counter to keep track at
which bit position within a CAN frame MichiCANis located. Since the interrupt is
triggered every bit time, each execution of the interrupt handler will correspond to a
new bit in the frame. As mentioned in Sec. 4.2, CAN_RX will contairstu bits which
are automatically inserted by the CAN controller if there are more than 5 bits of the
same polarity. As a result, we need to detect and identify these stu bits (lines 6-
18). While we are reading the 11-bit CAN ID MichiCANneeds to remove those before
appending them to aframe array. For each bit (that is not a stu bit), MichiCANruns
the FSM that is outlined in Sec. 4.4.1. Once the FSM determines that the CAN ID
indicates a spoo ng or DoS attack, the malicious agstart _counterattack will be
set to true. To reduce computational overheadWichiCANwill then stop running the
FSM for the remaining bits of the CAN ID (lines 11-12 and 16-17) and just continue

monitoring stu bits.

445 Prevention

Once MichiCANsees that thestart _counterattack ag has been raised, it will

execute its prevention routine. The basic idea behind attack prevention is to launch
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Algorithm 5  Main interrupt handler

1: function interrupt_handler()

2:
3
4
5
6:
7:
8
9

10:
11:
12:

13:

14.
15:
16:
17:

18:

19:
20:
21:
22:
23:
24:.
25:
26:

27.
28:
29:
30:
31:

32:
33:
34:
35:
36:

value Read CAN_RX register with PIO controller
if sof == True then
cnt cnt+1
if cnt < 25 then
if frame [cnt-2] != value && stuff ==5 then
stuff 0
cnt cnt-1
if frame [cnt-2]==value && stuff <5 then
frame [cnt-1] value
if Istart _counterattack then
state_ machine_run(value)

stuff stuff +1

if frame [cnt-2] != value && stuff <5 then
framefcnt 1] value
if Istart _counterattack then
state_ machine_run(value)

stuff 0

if cnt == 20 then
Disable CAN_TX Multiplexing
sof False
cnt O

else if cnt == 13 then
start _counterattack  False
Enable CAN_TX Multiplexing
Pull CAN_TX Low

else
if value==1 then
cnt_sof cnt_sof +1
else if value==0 && cnt_sof <11 then

cnt_sof O
if value==0 && cnt_sof 11then
sof  true

cnt_sof; frame[0] O
stuff; cnt 1
reset_state machine()
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a counterattack and bus o the attacker node according to CAN error-handling rules
(see Sec. 4.2.1). This can be accomplished by causing an error in the adversary's
transmission. The two error types we are exploiting arbit and stu errors which

can be achieved by transmitting a sequence of dominant bus levels. Note that we are
not sending a complete CAN message, but merely pulling the bus low for a period
of time. Since dominant bus levels always overwrite recessive ones, a recessive bit
transmission by the adversary will result in a bit error. Alternatively, if the attacker
ECU transmitted 5 consecutive dominant bits, it will be followed by a recessive stu

bit. Since we are pulling the bus low by transmitting dominant bus levels, the stu

bit will be overwritten by another dominant bit which results in a stu error. Fig. 4.8
depicts the prevention routine. Two major questions to address are (i) when to start

injecting a dominant sequence of bits, and (ii) how many dominant bits to inject.

Figure 4.8: MichiCANprevention routine

Although the detection routine of MichiCANcan terminate before the end of the
CAN ID eld, we cannot start injecting dominant bits during arbitration. This would
lead to the attacker losing arbitration, but not generating an error frame. Since our
goal is to bus o the attacker, MichiCANneeds to inject the rst dominant bit right
after the CAN ID eld, i.e., during the RTR bit (see Fig. 1.3). Since this bit (and the
following IDE and r0O bits) is already dominant, no bit error will be generated. The
following DLC eld is usually encoded as "1000" (since CAN messages mostly consist
of 8 data bytes), so the earliest bit error can be caused at the fourth bit. Hence, the

minimum duration that MichiCANneeds to pull the bus low to cause a bit error is four
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bits. However, if the least-signi cant bits (LSB) of the CAN ID consist of consecutive
dominant levels, a stu error can be caused as early as in the RTR bit. For this to
happen, the ve LSBs of the CAN ID need to be dominant. It will be su cient for
MichiCANto just transmit one dominant bit during the RTR slot to raise an error
frame. In the worst case, if the CAN data eld consists of only one byte (indicated
by DLC bit string "0001"), causing a stu error will require to inject 6 dominant bits

if the LSB of the CAN ID is recessive. To sum up, an error frame can be caused
by MichiCANinjecting 1 6 dominant bits. Since this will depend on several factors
(such as the DLC length) that are unpredictable during sampling the CAN frame,
MichiCANneeds to make sure to inject 6 dominant bits. The worst-case scenario is
depicted in Fig. 4.8. As described in Sec. 4.4.2, the CAN_TX pin is disabled by
default. At frame position 13 (1 SOF + 11 CAN ID + 1 RTR), MichiCANwill enable
CAN_TX multiplexing, pull the pin low and set the start_ counterattack ag to false
(lines 23-26 in Algorithm 5). At frame position 20, it will then disable CAN_TX
multiplexing which will automatically stop pulling the bus low, set the start-of-frame
ag to false and the frame counter to 0 sincéMichiCANis done processing the frame
(lines 19-22).

The attacker (which has to comply with the CAN protocol) will immediately raise
an active error frame consisting of six dominant bits followed by eight recessive bits.
Even if MichiCANwould have succeeded in only transmitting one dominant bit (in the
best-case scenario as outlined above), ve additional dominant bits will not do any
harm due to the six-bit dominant error ag. The transmission error counter (TEC) of
the attacking ECU will be increased by 8 and it will attempt a retransmission after a
total of 11 recessive bits (lines 27-36). At the SOF bit, several variables, as well as the
FSM will be reset. MichiCANwill repeat the detection procedure and start another
counterattack. After a total of 15 retranmissions, the attacking ECU will transition

into its error-passive region and start transmittingpassiveerror frames. After another
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16 retransmissions (summing up to a total of 32 attempts), the attacking ECU will
be con ned into bus-o state.

So far, we assumed that the retransmissions will not be disturbed by any other
CAN messages on the bus. Since any ECU can transmit after an idle period of 11 re-
cessive bits (which is the minimum between retransmissions as well), a CAN message
with lower CAN ID would win arbitration and thus interrupt the repeated transmis-
sions. This will come at the expense of increasing thmis-o time, an important
metric we will evaluate in Sec. 4.5.5. However, sinddichiCANcompares the CAN ID
of a frame even for a retransmission, it will still work as expected. Even in the pres-
ence of multiple attackers,MichiCANis capable of busing o all attackers according

to CAN speci cations.

45 Evaluation

4.5.1 Experimental Setup

To evaluate MichiCAN we can choose from di erent evaluation boards that come
with integrated CAN controllers and either meet/resemble the speci cations of auto-
motive ECUs or are speci cally built for it. One prominent and a ordable platform
is the Arduino Due which features an Atmel SAM3X8E ARM Cortex-M3 CPU [28]
clocked at 84MHz, 512kB of Flash memory, 96kB of SRAM and most importantly, an
on-chip CAN controller. Since the Arduino only provides CAN_TX and CAN_RX
lines and comes without a CAN transceiver, we can use separate CAN PHY breakout
boards [43] in conjunction with that to build a CAN bus.

Our experimental setup is depicted in Fig. 4.9 and uses two Arduino Dues, one
running MichiCANand the other acting as the attacker ECU. Sec. 4.6 will discuss
how MichiCANoperates around multiple attackers and how this a ects our evalua-

tion metrics. To evaluate certain metrics, we need to measure the execution time of

125






	DEDICATION
	ACKNOWLEDGEMENTS
	LIST OF FIGURES
	LIST OF TABLES
	LIST OF APPENDICES
	ABSTRACT
	Introduction
	Evolution of Automotive Security
	Background on CAN Bus
	CAN Primer
	DBC Files
	In-Vehicle Network Architecture

	Background on Vehicle-to-Everything (V2X) Communication
	State-of-the-Art Defenses
	Challenges
	Thesis Contributions
	Thesis Statement
	Thesis Components
	LibreCAN pese2019librecan:
	S2-CAN pese2021s2:
	MichiCAN
	CARdea

	Organization of Thesis Proposal

	LibreCAN: Automated CAN Message Translator
	Introduction
	Background
	Information Sent on the CAN Bus

	System Design
	Phase 0: Signal Extraction
	Phase 1: Kinematic-related Data
	Phase 2: Body-related Data

	Evaluation
	Data Collection
	Accuracy and Coverage
	Manual Effort
	Computation Time
	Testing on Generic Parameters

	Discussion
	Limitations and Improvements
	Other Use-Cases of LibreCAN
	Countermeasures

	Related Work
	Manual CAN Reverse Engineering
	Automating CAN Reverse-Engineering

	Conclusion

	S2-CAN: Sufficiently Secure Controller Area Network
	Introduction
	Background
	Threat Model
	Related Work
	Authenticity and Integrity
	Confidentiality
	Key Management

	System Design
	Phase 0: Key Management
	Phase 1: Handshake
	Phase 2: Operation

	Finding Free Space
	Evaluation
	Experimental Setup
	Handshake Latency
	Operation Latency
	Other Metrics

	Security Analysis
	Experimental Setup
	Stage 0: Generating S2-CAN  Traces
	Stage 1: Cracking the Encoding
	Stage 2: Authenticating Correctly
	Difficulty of Successful Cracking
	Determining Session Cycle T

	Discussion and Conclusion

	MichiCAN: Practical Spoofing and DoS Protection for the Controller Area Network
	Introduction
	Background
	CAN Error Handling
	CAN Hardware

	Threat Model
	System Design
	Initial Configuration
	Pin Multiplexing
	Synchronization
	Detection
	Prevention

	Evaluation
	Experimental Setup
	Detection Rate
	Detection Complexity
	Detection Latency
	Bus-off Time
	CPU Utilization
	Bus Load
	Memory

	Discussion
	Prevalence of integrated CAN controllers
	Replicability on other MCUs
	Limitations and Future Work

	Conclusion

	CARdea: Practical Anomaly Detection for Connected and Automated Vehicles
	Introduction
	Background and Threat Model
	Primer on V2X
	Threat Model

	Related Work
	Statistical Approaches
	ML-Based Approaches
	Differences of CARdea from Previous Work

	System Design
	Overview
	Anomalies under Consideration

	Phase 1: Local Anomaly Detection
	Overview
	Calibration
	Validation

	Phase 2: Remote Anomaly Detection
	Overview
	Feature Extraction
	Training and Validation

	Evaluation
	Experimental Setup
	Anomaly Generation
	Data Preparation
	Evaluation Metrics
	Phase 1
	Performance
	Detection Latency
	Memory Consumption

	Phase 2
	Performance
	Computation Time
	Memory Consumption

	Interactions between Phase 1 and 2
	Bandwidth

	Discussion and Conclusion

	Conclusion and Future Directions
	Conclusion
	IC1: Semantics can be automatically reverse-engineered, accelerating CAN injection attacks
	IC2: Solve CAN security problems by satisfying the functional and cost constraints of OEMs
	IC3: Solve V2V security problems by hybrid approach combining in-vehicle and off-vehicle anomaly detection

	Future Directions
	Connected Vehicle Ecosystem
	Adversarial Attacks on Autonomous Vehicles
	APPENDICES
	LibreCAN: Vehicular Signals
	LibreCAN: Phase 1
	LibreCAN: Phase 2
	S2-CAN
	MichiCAN
	CARdea

	BIBLIOGRAPHY




